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Abstract
Cameras are a useful sensor for mobile robot localization because they are relatively
cheap, compact, and lightweight. This makes them attractive for robots with payload
limitations, such as humanoid robots or small unmanned aerial vehicles. However, fast
movements typically reduce the ability to use a vision-based localization due to motion
blur.
In this thesis, we present a reinforcement learning approach for a robot learning a
vision-based navigation policy. The learned policy minimizes the time to reach the
destination and implicitly takes the impact of motion blur on landmark observations
and thus on localization into account. Extensive simulated and real-world experiments
show that our learned policy significantly outperforms any policy of moving with a
constant velocity and is generally applicable to different environments. We experimentally determined the most relevant state features for the learning task. Additionally, we
present a method for compressing the learned policy with a clustering approach. While
the size of the policy representation is drastically reduced, our experiments show that
there is no loss of performance. This is especially valuable for memory-constrained
systems.
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Zusammenfassung
Kameras sind ein nützlicher Sensor für die Lokalisierung von mobilen Robotern, weil
sie relativ billig, kompakt und leicht sind. Das macht sie insbesondere für Roboter
mit begrenzter Tragkraft interessant, wie zum Beispiel humaniode Roboter oder unbemannte Luftfahrzeuge. Die bei schnellen Bewegungen auftretende Bewegungsunschärfe schränkt jedoch den Einsatz von visueller Lokalisierung ein.
In dieser Arbeit stellen wir einen Ansatz basierend auf Bestärkendem Lernen (Reinforcement Learning) für Roboter mit visueller Lokalisierung vor. Die gelernte Strategie
minimiert die Zeit zum Erreichen eines Navigationsziels und berücksichtigt den Einfluss der Bewegungsunschärfe auf die Beobachtung von Landmarken und damit auf
die Lokalisierung. Ausführliche Experimente in Simulationen und auf einem echten
Roboter zeigen, dass unsere gelernte Strategie signifikant besser ist als jede Strategie
die eine konstante Geschwindigkeit wählt. Zudem belegen sie, dass die Strategie auf
verschiedene Umgebungen allgemein anwendbar ist. Die wichtigsten Merkmale für
den Zustandsraum wurden experimentell bestimmt. Außerdem stellen wir eine Methode vor, um die gelernte Strategie mit einem Clustering-Ansatz zu komprimieren. Dies
ist insbesondere für Systeme mit begrenztem Speicher nützlich.
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1 Introduction
Navigation in a known or even unknown environment is one of the most essential tasks
for a mobile robot. For example, a robot could be required to fetch an item from some
location or observe a certain area. In a navigation task, the robot needs to find its way
to the destination or a certain waypoint on its path. In order to do so, it is crucial
that the robot knows where it is located. This is usually referred to as the problem of
localization.
To localize, the robot can use various sensors such as GPS1 receivers, laser range
finders, sonar sensors, or cameras. These sensors have different accuracies, ranges,
and, depending on the environment, a different availability. GPS signals, for example,
are not available indoors or in the urban canyon and the accuracy is relatively poor
compared to a laser range finder.
Recently, there has been a trend towards specialized small and lightweight robots, such
as humanoids or unmanned aerial vehicles (UAVs). Humanoid robots are attractive for
tasks in environments designed for the human physiology. UAVs are not restricted
by obstacles or the shape of the ground, making them ideal for exploratory tasks in
non-accessible terrain. These two types of robots share the common property that they
offer only a limited payload for on-board computing and sensors. Humanoid robots
face the challenging task of balancing all payload while walking. The payload of UAVs
is limited by the lift generated through their propulsion and the energy that the power
supply can deliver.

Figure 1.1: Various robots relying on a camera (highlighted) for localization. Left: The Nao
humanoid robot (Aldebran Robotics). Middle: MIT’s six rotor micro air vehicle [4]. Right:
Autonomous blimp of the AIS Research Lab Freiburg [51].
1

Global Positioning System, a localization method relying on satellite signals
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v = 0.05 m/s

v = 0.2 m/s

v = 0.4 m/s

v = 1 m/s

Figure 1.2: The same scene captured by a downwards looking camera at increasing velocity,
causing motion blur of increasing magnitude.

As a common trait, these robots are often equipped with a camera for a vision-based
localization (see Figure 1.1). A camera as sensor is comparably cheap, compact and
lightweight, which makes it an ideal sensor for UAVs or humanoid robots. Additionally, a camera operates passively. Unlike other sensors such as sonar, cameras don’t
interfere with each other, which is advantageous for collaborative teams of robots.
However, there are also challenges when of using a camera for localization. For one,
the information needs to be extracted from the camera image, as the direct information from the image is usually inadequate for localization. We will return to that later
in chapters 3 and 4. Another problem arises when the camera is moving. Depending on the camera quality and lighting conditions, motion blur degrades the image
which makes it hard to extract reliable information for localization. This shows up
on humanoid robots when they are walking, as their motion usually creates unstable
movements. For UAVs, the situation is similar. While some UAVs are able to hover in
the air or fly slowly, this could be undesirable as it increases the time the robot needs
to finish the task. For some UAVs such as helicopters, vibrations occur even when
hovering. This turns acquiring sharp and high quality images for localization into a
challenging task.
The effect of motion blur is illustrated exemplarily in Figure 1.2. A camera observing
the floor is moved parallel to it at different velocities. As the velocity increases, the
features of the scene are becoming harder to recognize. While there are methods such
as Wiener filtering to reduce the influence of motion blur [64], the problem in general
remains. This is because the degradation by motion blur cannot be completely removed
by filtering, or it is not possible to apply postprocessing to a captured image in some
scenarios due to performance reasons.
This leads us to the motivation of this work. Ideally, we would want a robot to navigate
reliably to its destination when localizing with a camera. The robot should learn which
velocity to apply in order to improve its visual perception whenever needed, as it could
be hard to reach an optimal result with manual tuning. With the learned policy, the
robot would reach its destination fast and accurately. A solution to this general problem
could then be applied to the particular problems of UAVs or humanoid robots.

16

1.1 Contribution

1.1 Contribution
In this work, we present a new approach of learning a navigation policy which implicitly takes motion blur into account. Using reinforcement learning, a robot learns
how fast to move in which situation to reach its destination as fast as possible without
getting lost. The learned policy is evaluated in both simulated and real-world experiments, and significantly outperforms any policy of constant velocity. Furthermore,
we show that the learned policy is generally applicable to different environments and
demonstrate a method of compressing it to be an order of magnitude smaller without a loss of performance. For real-time vision localization, we integrate Speeded-Up
Robust Features and odometry in an unscented Kalman filter.

1.2 Structure of this Thesis
The remainder of this thesis is structured as follows. We first discuss related work in
Chapter 2. Then, the theoretical background for the thesis will be set in Chapter 3 by
describing methods for recursive state estimation, a camera model, visual features and
some background about reinforcement learning. In the subsequent chapter, we present
our vision-based UKF localization and a mapping process for this. In Chapter 5, we
introduce the learning task and environment in which the agent learns its behavior.
Finally, the experimental setup and results are presented and discussed in Chapter 6,
followed by the conclusion and an outlook to future work in Chapter 7.
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2 Related Work
Since localization is such a fundamental task in mobile robotics, it has been thoroughly
studied in the literature. Thrun et al. [62] give an extensive overview about the field,
in particular the Bayes, Kalman, and particle filter-based localization.
A visual localization method similar to ours is described by Bennewitz et al. [9]. In a
two-stage process, a map of SIFT features is built, which is then used for Monte Carlo
localization of a wheeled and humanoid robot. Global localization is not explicitly
accounted for. The authors mention the impact of motion blur on the feature extraction
due to the unstable motion of the humanoid robot, but do not address the problem
specifically. Instead, the humanoid robot interrupts its movement at fixed intervals in
order to make observations.
While we just focus on the localization and mapping problem separately, many researchers work on solving simlutaneous localization and mapping (SLAM). In particular in the area of vision, the work of Davison [14] is interesting, as it runs in real-time
with a monocular camera. Newman and Ho [41] use salient visual features for loopclosing in SLAM. Matches in between the viewed scene and previous visual observations are used to improve the loop-closing of laser-based SLAM. A purely visionbased SLAM approach for 2D maps specifically for small aerial robots is presented by
Angeli et al. [2].
Steder et al. [58] use two low cost cameras to extract SURF features and use them in
combination with an IMU for visual SLAM. The system generates a 3D map of the
environment and is robust to low-textured areas such as patches of lawn or concrete,
despite the poor quality of the cameras. The correspondences between landmarks are
found with an informed RANSAC approach. The authors do not mention the problem
of motion blur, which makes us believe that the images were captured at low velocities.
An active system using the SLAM method of the authors could benefit by integrating
our approach of using a learned velocity.
Besides localization and mapping, visual input can also serve as odometry on systems
which lack a designated sensor for this. Work in this direction has been done by
Nistér et al. [45]. Visual features are tracked over multiple frames and the five-point
algorithm [44] is used to estimate the motion of the system. No sensor input other than
monocular or stereo vision is required for this.
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Because reinforcement learning is such a broad field and can be applied to so many
problems, much research has been done in the area. Sutton and Barto [60] provide a
good introduction, with more details in [23, 25].
Sarsa as a method for on-policy temporal difference learning was first introduced by
Rummery and Niranjan [55]. It was then extented to Sarsa(λ) using eligibility traces by
Wiering and Schmidhuber [65]. Randløv and Alstrøm [50] applied this method to the
real-world problem of learning to ride a bicycle. In simulations, the agent learns to balance the bike and drive to the goal located 1000 meters away. The more recent PEGASUS policy search approach by Ng and Jordan [43] provides a solution especially for
large Markov decision processes (MDPs) and partially observable MPDs (POMDPs).
An evaluation on the bicycle problem yields significantly better results than Sarsa(λ).
The downside of PEGASUS is that it requires a deterministic simulative model, which
is not available in all problem settings.
It is a popular approach to use reinforcement learning for a control problem in robotics.
These problems can be easily expressed as MDPs or POMDPs. The challenge herein
lies in representing the state and action space, as they are usually continuous.
Using PEGASUS, Ng et al. [42] were able to learn a control policy for the inverted
flight of an RC helicopter. This is a challenging task, as the system dynamics are highly
nonlinear and stochastic. The dynamic model of the helicopter is learned via supervised learning on recordings of human-operated flights, with the state inferred through
an IMU and GPS. Then, the autonomous controller for inverted flight is learned in
Monte Carlo simulations. This controller is able to keep the RC helicopter in a sustained inverted flight. Just recently, Abbeel et al. [1] used the same method to learn an
autonomous controller to perform challenging aerobatic stunt maneuvers.
Michels et al. [34] learn a control policy for high speed obstacle avoidance of an RC
car. Based on the depth estimation from a monocular vision system, PEGASUS policy
search [43] is applied in simulations to learn steering directions. These are successfully
used on the real car to avoid obstacles such as bushes and trees.
Kollar and Roy [26] employ reinforcement learning to optimize a robot trajectory for
exploration. Similar to our approach, the authors learn the behavior of the controller
to navigate to a destination. While we consider the problem of motion blur in vision
localization, they learn the translation and rotation behavior which minimizes the uncertainty in laser-based SLAM. The results from simulations were recently transferred
to a real-world robot [27].
Recent work by Strasdat et al. [59] applies a reinforcement learning approach similar to ours to the problem of landmark selection in SLAM. A policy on which new
landmark to integrate on memory-constrained systems is learned with Monte Carlo reinforcement learning. The state space consists of a set of features which summarize the
essential information of the full UKF state. In simulated and real-world experiments,
the authors show that the learned policies outperform manually created heuristics.

20

Another work highly related to ours was done by Kwok and Fox [28]. They use reinforcement learning to learn a sensing strategy in the RoboCup domain. An AIBO
robot learns where to point its head to, in order to localize itself, the ball, or the goal in
the overall task of scoring a goal. As in our work, a camera is used for localization and
the uncertainty is explicitly modeled as entropy in the augmented state of the MDP.
A different method of minimizing the uncertainty of localization is to plan a path
for the robot which takes the information gain into account. Roy et al. [52] present
an approach for this called coastal navigation. Contrary to our method, their work
falls into the area of path planning. However, they introduce the notion of augmented
MDPs as approximation of POMDPs [54]. We make use of this idea by incorporating
the uncertainty of the localization in the MDP state. Recently, He et al. [20] applied
the technique of coastal navigation to a quadrotor helicopter for indoor navigation with
a short-range laser range finder.
Like us, Pretto et al. [48] consider the effect of motion blur on visual localization,
in particular for humanoid robots. They propose an additional image processing step
prior to feature extraction, reducing motion blur with a Wiener filter. For local features, they combine the SURF interest point detector [7] with the SIFT feature descriptor [30]. The performance of their approach is compared to the standard implementations of SIFT and SURF on synthetically blurred images, and evaluated exemplarily
on a small humanoid robot. While their approach increases the matching performance,
motion blur cannot be completely removed by Wiener filtering, especially if the parameters of the blurring function are unknown and need to be estimated. Thus, their
approach should not be seen as an alternative to ours but rather as an additional technique which could be combined with ours.
Compared to all previous work, we propose a novel technique to learn a vision-based
navigation strategy which minimizes the time to reach the destination under the influence of motion blur. As opposed to the common heuristic of using a constant slow
velocity to avoid motion blur, our approach changes the velocity over time to reach
the destination fast and accurately. To learn this policy, we employ the well-approved
Sarsa(λ) reinforcement learning algorithm on an augmented MDP.
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3 Background
In this chapter, we will describe the theoretical background used throughout the remainder of the thesis. We first elaborate various methods of recursive state estimation,
which will be used for localization later. Then, we describe the camera model and
visual features. Finally, we conclude this chapter by discussing action selection, state
representation, and a number of learning approaches for reinforcement learning.

3.1 Recursive State Estimation
While a robot moves or operates in an environment, this environment may change
due to the actions of the robot or some external input. The robot’s own state can also
change, e.g., resulting from its movement. Thus, there is a need to constantly monitor
or estimate the state of robot and environment. This section on state estimation is based
on [62].
Actions and observations of a robot are usually not perfectly accurate due to inaccurate
motion execution or sensor noise. Therefore, the robot can only estimate its current
state xt with a belief bel(xt ). This is a probability distribution which represents the
estimation of the state given the past measurements and actions:
bel(xt ) = p(xt |z1:t , u1:t )

(3.1)

Here, z1:t denotes the past measurements from time step 1 to t, and u1:t the past actions
or controls from time step 1 to t.
The updating of the belief is called recursive, because it usually involves integrating
observations and actions into the past estimation bel(xt−1 ) to obtain the current estimation bel(xt ).
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ut−1

...

ut+1

ut

xt−1

xt

xt+1

zt−1

zt

zt+1

...

Figure 3.1: Graphical model of recursive state estimation based on controls u and measurements
z. Only the value of the shaded nodes can be measured. The arrows denote dependencies in
between the random variables.

3.1.1 Bayes Filter
A basic method for state estimation is the Bayes filter. It recursively updates the belief
of the current state xt by integrating the current measurement zt and action ut :
Z
p(xt |ut , xt−1 )bel(xt−1 )dxt−1 ,
(3.2)
bel(xt ) = η p(zt |xt )
|
{z
}
| {z }
measurement update

prediction

where η is a normalization constant.
One assumption needed in the derivation of the Bayes filter equation (3.2) is that the
current state of the environment and robot is completely characterized by xt . That
means that the past data u1:t−1 , x1:t−1 , and z1:t−1 is completely independent of all
future data ut+1:∞ , xt+1:∞ , and zt+1:∞ given that the current state xt is known. This is
called Markov assumption, and is depicted in Figure 3.1.
The Bayes filter can be used straightforward to estimate discrete state variables, where
the integral turns into a sum. For continuous variables, it is not clear how to implement the continuous distributions and the integral. In these cases, the Bayes filter is a
concept on how to combine measurements and controls. In the prediction, the current
control ut is applied to the previous state to get an estimate of the new state. This
new state is then corrected or weighted by the measurement update, denoting on how
probable the current measurement zt is given the state xt . These two steps can also be
alternated, one after the other.

3.1.2 Extended Kalman Filter
One class of Bayes filter implementations are the so-called Gaussian filters. These filters share the assumption that beliefs are represented by multivariate Gaussian distributions N (µ, Σ), also called normal distributions. A full parametrization of the belief
is given by the mean µ and covariance Σ of the Gaussian distribution.
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Algorithm 1 Update step of the extended Kalman filter
1: function EKF_ UPDATE(µt−1 , Σt−1 , ut , zt )
2:
µ̄t = g(ut , µt−1 )
Σt = Gt Σt−1 GTt + Rt
3:
4:
Kt = Σt HtT (Ht Σt HtT + Qt )−1
5:
µt = µ̄t + Kt (zt − h(µ̄t ))
6:
Σt = (I − Kt Ht )Σt
7:
return µt , Σt
8: end function

// prediction

// correction

The extended Kalman filter (EKF) is one such Gaussian filter [32]. We are skipping
the introduction of the plain Kalman filter, as it can only handle linear observations
and state transitions [24]. A robot moving on a circular trajectory would be one example where the state transition can not be expressed in linear terms. The EKF is a
generalization of the Kalman filter and can handle these nonlinearities by linearizing
them.
Let us assume that the state transition and measurement probabilities can be modeled
as nonlinear functions g and h:
xt = g(ut , xt−1 ) + εt
zt = h(xt ) + δt ,

(3.3)
(3.4)

with the process and measurement noise εt and δt to be Gaussian-distributed.
In the EKF, the nonlinear functions are approximated by their first-order Taylor expansion. The first derivatives of g and h are captured in their respective Jacobian
matrices2 G and H. As these can differ over time because they depend on ut and µt−1
or µt respectively, we will denote the Jacobians as Gt and Ht .
Algorithm 1 shows one recursive EKF update step. The new state is predicted to
N (µ̄t , Σt ) in lines 2 and 3, applying the nonlinear function g and its linearization Gt
to the old state N (µt−1 , Σt−1 ) and the control ut . Rt is the covariance matrix of the
process noise εt .
This prediction is then corrected in lines 5 and 6 using the measurement zt and applying
the nonlinear function h and its linearization Ht . The Kalman gain Kt determines the
influence of the new measurement. Qt is the covariance of the measurement noise δt .
The prediction and correction parts of the algorithm are a particular implementation
of the Bayes filter in Eq. (3.2). The computational efficiency is one of the strength of
the EKF. Each update step requires time O(k 2.4 + n2 ), where k is the dimension of zt
and n is the dimension of µt . The drawback is the linearization of g and h. For highly
2

A definition of the Jacobian matrix can be found in Appendix A.2
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Algorithm 2 Update step of the unscented Kalman filter.
1: function UKF_ UPDATE(µt−1 , Σt−1 , ut , zt )

√
√
2:
χt−1 = µt−1 µt−1 + γ Σt−1 µt−1 − γ Σt−1
3:
χ∗t = g(ut , χt−1 )
P
[i] ∗[i]
4:
µ̄t = 2n
i=0 wm χt

T
P2n [i] ∗[i]
∗[i]
5:
Σt = i=0 wc χt − µ̄t χt − µ̄t + Rt

p
p 
χt = µ̄t µ̄t + γ Σt µ̄t − γ Σt
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

// prediction

Z t = h(χt )
P
[i] [i]
zˆt = 2n
t
i=0 wm Z
  [i]
T
P2n [i]  [i]
St = i=0 wc Z t − zˆt Z t − zˆt + Qt
  [i]
T
P2n [i]  [i]
x,z
Σt = i=0 wc χt − µ̂t Z t − zˆt
x,z

Kt = Σt St−1
µt = µ̄t + Kt (zt − ẑt )
Σt = Σt − Kt St KtT
return µt , Σt
end function

// correction

nonlinear functions, the first-order Taylor expansion of the Jacobian is not a sufficient
approximation. The unscented Kalman filter described next tries to improve on that
weakness.

3.1.3 Unscented Kalman Filter
The unscented Kalman filter (UKF) does not approximate nonlinear functions by Taylor expansion, but by the so-called unscented transform [21]. For a state dimension of
n, 2n + 1 sigma points χ[i] are extracted from the Gaussian belief and passed through
the functions g and h. The shape of the transformed Gaussian belief is then recovered
from the sigma points.
The update step of the UKF is shown in Algorithm 2 in detail. √First, the sigma
points are extracted from the previous belief in line 2, with γ = n + λ and λ =
α2 (n + κ) − n. The scaling parameters α and κ determine how far the sigma points are
spread around the mean, whereas the parameter β, which will be used later, encodes
knowledge about the underlying distribution. For a Gaussian distribution, it is usually
set to β = 2.
The sigma points are then passed through g in line 3, and the predicted belief is recov-
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ered in lines 4 and 5 by using the weights associated with them
λ
n+λ
λ
wc[0] =
+ (1 − α2 + β)
n+λ
1
[i]
wm
= wc[i] =
for i = 1, . . . , 2n.
2(n + λ)
[0]
wm
=

(3.5)
(3.6)
(3.7)

Like in the EKF algorithm, process noise Rt is added to the predicted covariance Σ.
From the prediction, a new set of sigma points is extracted and passed through h in
line 7. The predicted observation ẑt is computed for each sigma point in line 8, which
is used to compute the Kalman gain in lines 9-11. Analog to the respective line in the
EKF, the measurement noise Qt is added to the covariance, in this case for each sigma
point. Finally, the new state N (µt , Σt ) is computed in lines 12 and 13.
In practice, the UKF is more accurate than the EKF for nonlinear transition and measurement functions. While the EKF captures only the first order term of the Taylor
expansion, it can be shown that the UKF is as accurate as using the first two terms of
the expansion. Like the EKF, the UKF is highly efficient with the same asymptotic
complexity of O(k 2.4 + n2 ). An additional benefit is that the UKF computation is free
of derivatives, as Gt and Ht can be hard to compute in some cases for the EKF.

3.2 Camera Model
One mean of localization for a robot is a camera. We describe the simple pinhole
camera model here, details can be found in [19]. The scene in front of the camera is
projected onto a frame or image plane in the camera. In a real camera, a CCD3 sensor
is located in the image plane to obtain a digital image of the scene. The distance of
the camera center to the image plane is called the focal length f , and the center of
projection (xc , yc ) in the image plane is called principal point.

3.2.1 Camera Projection
The projection through the camera maps a point (X, Y, Z)T ∈ R3 in world coordinates
, f YZ )T ∈ R2 in camera coordinates, as shown in Figure 3.2.
to the point (f X
Z
3

Charge-coupled device, a semiconductor device to capture images with photoactive capacitors
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Figure 3.2: Geometry of a pinhole camera. The point X in world coordinates is projected to the
point x on the image plane. The focal length f determines the projection following the intercept
theorem. Figure is based on [19].

Using X = (X, Y, Z, 1)T as notation for a world point and x = (x, y, 1)T as notation
for an image point in homogeneous coordinates4 , this projection can be written as



 X
f
0 
Y 


f
0 
x =
(3.8)
 Z 
1 0
1
= [P |0]X .
(3.9)
P is the camera projection matrix.
Sometimes image coordinates are denoted in pixels, with non-negative coordinates
starting in the corner of the image plane. The coordinate of the principal point (cx , cy )T
then has to be added to all image coordinates as offset. In practice, the principal point is
not always in the exact center of the image frame, for example due to a small displacement of the sensor. Another variation comes from non-square pixels on some CCDs,
resulting in different scale factors when computing pixel coordinates from camera coordinates. This can be accounted by different focal lengths in x and y direction.
All this can be captured when using the more general camera calibration matrix


fx
cx
f y cy 
K=
(3.10)
1
instead of P . Thus, Eq. (3.9) turns into
x = [K|0] X .

(3.11)

So far, we have assumed the camera to be at the origin of the world coordinate system,
as shown in Figure 3.2. In general, this is not the case and the camera itself is located
at some point in the world coordinate frame, described by a translation vector t and
4

Homogeneous coordinates are explained in the appendix in Section A.3.
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a 3 × 3 rotation matrix R. By combining these to the homogeneous matrix [R|t],
Eq. (3.11) can be expressed in the global coordinate frame as
x = K [R|t] X .

(3.12)

3.2.2 Distortion
Ideally, a camera directly projects world points in the scene onto image points. In reality, this assumption is no longer valid when leaving the simplistic model of a pinhole
camera behind. One or more lenses are usually used in the optical system of the camera, causing distortions on the image coordinates. We will use x̃ = (x̃, ỹ)T as notation
for the undistorted image coordinates relative to the principal point:
  

x̃
x − xc
=
(3.13)
ỹ
y − yc
p
The most common kind of distortion depends on the radius r = x̃2 + ỹ 2 from the image center, and can be modeled as a function L(r) applied to each undistorted pixel:
 
x̂
= L(r)x̃
(3.14)
ŷ
This is called radial distortion. L(r) is usually approximated by the following Taylor
expansion:
L(r) = 1 + κ1 r2 + κ2 r4
(3.15)
Because lenses are not always centered perfectly, small amounts of tangential distortion can appear in addition to radial distortion. This can be modeled as


ρ1 x̃ỹ + 2ρ2 r2 x̃
dx =
.
(3.16)
ρ1 (r2 + 2ỹ 2 ) + 2ρ2 x̃ỹ
A combined distortion model transforms an undistorted image coordinate x̃ to x̂:
x̂ = L(r)x̃ + dx ,

(3.17)

resulting in the corresponding distorted coordinate relative to the principal point.
This combined distortion model was first modeled by Brown [10], and the effect is
especially visible on wide angle lenses. Because (3.17) is not invertible in closed form,
the complete image is usually undistorted before processing it further. This is done by
iterating over all undistorted pixel coordinates and distorting them through Eq. (3.17),
thus obtaining distorted coordinates. The image content from these can then be used to
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(a) Distorted image

(b) Undistorted image

Figure 3.3: Distorted and undistorted camera image of a checkerboard pattern used for calibration. The calibration algorithm marks the detected corners of the pattern.

create the undistorted image through interpolation. The difference between a distorted
and an undistorted camera image is illustrated in Figure 3.3.
An alternative approach would be to undistort single distorted coordinates approximately [33, 46]. This is done in an iterative process.

3.2.3 Calibration
The parameters of the camera matrix K (fx , fy , xc , yc ) and the four distortion coefficients κ1 , κ2 , ρ1 , ρ2 describe the camera geometry independently of the scene the camera is observing. Thus, they are called intrinsic parameters, and need to be computed
only once in the process of camera calibration. An easy and flexible technique of calibration uses a known planar calibration pattern like a checkerboard [66]. On corners,
control points are detected and their position tracked over multiple orientations of the
pattern. The camera matrix K is then computed in closed form, while the distortion coefficients are estimated by a least-squares fit. The calibration pattern with the detected
corners is shown in Figure 3.3.

3.3 Visual Features
While a camera image yields accurate information about the environment in its field of
view, the information is unstructured and high-dimensional. Using the full image with
all pixels for mobile robot localization would be a tedious task. Instead, a common
approach is to extract features or interest points from the scene and use these instead.
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(a) 9 × 9 box filter approximations
of Lyy and Lxy , the Gaussian partial derivatives in y-direction and
xy-direction.

(b) Haar wavelet filter in x and y
direction

Figure 3.4: Approximative filters used for SURF. Figures are based on [7].

Processing visual features usually consists of three parts. First, a feature needs to be
detected in the image by an interest point detector. Under varying viewing conditions,
the detection should be repeatable. Then, the feature needs to be represented by a
description vector or descriptor which is distinctive, but robust to noise and a change
in viewing direction. Finally, the descriptors of features are compared or matched to
find associations to known features.
A variety of combined or separate feature detectors and descriptors is available in the
computer vision literature. While SIFT (Scale-Invariant Feature Transform, see [30])
gives an excellent matching performance and is regarded state-of-the art, a considerable amount of computational power is needed for feature detection, extraction and descriptor matching. Comparably, SURF (Speeded-Up Robust Features) gives a similar
performance but is faster to compute [7]. SURF is similar to SIFT, but uses approximations for most of the computations in the SIFT process.
We will describe the SURF feature detector and descriptor in the following, keeping
in mind that we want to use visual features online as landmarks for localization. Thus,
a good computational performance is essential.

3.3.1 Feature Detection
As most feature detectors, SURF is applied to a greyscale image. This simplifies
computation and serves as a first mean to achieve illumination invariance. I(x) denotes
the image intensity at coordinate x = (u, v). These coordinates are regarded as pixel
coordinates, where (0, 0) is the top left pixel in the image.
SURF feature detection is based on the Hessian matrix. The Hessian matrix H(x, σ)
for an image point x at scale σ contains the entries Lxx , Lxy , Lyx , and Lyy . Lxx (x, σ)
∂2
is the convolution of the Gaussian second order derivative ∂x
2 g(σ) with the image in
point x. Lyy is defined similarly, while Lxy = Lyx is the convolution of the partial
∂2
derivative ∂x∂y
g(σ). For an improved performance, the second order derivatives are
approximated by box filters (see Figure 3.4(a)) and are applied to the integral image.
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Figure 3.5: SURF descriptor computation in 4 × 4 sub-regions around the interest point x. The
orientation of the feature is α. In each sub-region, Haar wavelets are evaluated at 5 × 5 sample
points

The integral image Int contains the sum of all pixels in the rectangular region above
and to the left of the pixel x = (u, v) in the original image I:
Int(x) =

u X
v
X

I(i, j) .

(3.18)

i=0 j=0

It is computed by a one-time sweep over the image, and allows to compute the sum
over any rectangular image region by looking up Int(x) at the corner points [13]. In
particular the computation of box filters on the image can be done very efficiently.
Using the eigenvalues of H(x, σ), one can detect whether there is an extremum in
image intensity at point x and scale σ. This detected region is usually referred to as a
blob. To detect features at different scales, H needs to be applied at different scales σ
to the image. By looking for extremas in scale-space, a scale-invariance of the detector
is achieved. This is approximated by SURF by applying the box filters at the discrete
sizes 9 × 9, 15 × 15, 21 × 21 and so on, interpolating between the discrete steps in scale
space.
Based on the approximations described above, the SURF interest point detector is
called Fast-Hessian detector.

3.3.2 SURF Descriptor
Now the local neighborhood of a detected interest point x needs to be characterized
by a feature vector v. To be invariant to rotation, each interest point is first assigned a
reproducible orientation. This is done by computing the response to the Haar wavelets
(see Figure 3.4(b)) in x and y direction in a circular region around the interest point.
Again, integral images are used for fast filtering. The result is the main orientation α
of contrast changes in the local neighborhood.
A square region with size depending on the feature scale is placed at the interest point
and rotated by α. The region is then split up into 4 × 4 sub-regions, which are in
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turn sampled at 5 × 5 points (see Figure 3.5). At each sample point the Haar wavelet
response in x and y is computed, denoted as dx and dy . The resulting feature-subvector
for each sub-region contains the four entries
X

X
X
X
v0 =
dx ,
dy ,
|dx |,
|dy | .
(3.19)
This describes the local contrast distribution around the interest point. The complete
feature vector v contains all 16 subvectors v0 of the sub-regions, thus having size 64
in the standard implementation.
Finally, the vector v is normalized to achieve invariance to contrast changes.

3.3.3 Feature Matching
In the matching phase, the best match for the descriptor v = (v1 , v2 , . . . , v64 ) of a
detected feature is searched from all available descriptors. This is done by computing
the Euclidean distance in between the detected feature vector and each other feature
vector v[i] :
v
u 64
uX
[i]
[i]
[i]
(3.20)
d = kv − v k = t (vj − vj )2 .
j=1

Because the SURF descriptor is usually of length 64, this can be done comparably
faster than, e.g., with SIFT, where the usual descriptor length is 128. At these descriptor lengths, SURF and SIFT are reported to have a similar matching performance.
One approach of finding the best match is to search for the nearest neighbor v[k] in
descriptor space with
k = arg min d[i] .
(3.21)
i

Usually, this best match will only be returned as a match if the feature vectors don’t
differ too much. This prevents false matches of completely unrelated features. For
example, a match would be returned only if d[k] ≤ 0.2, which means that the descriptor
vectors need to be at least 80% similar.
In the literature, this method of matching is called nearest neighbor matching [36].

3.4 Reinforcement Learning
In reinforcement learning, an agent seeks to maximize its reward by interacting with
the environment [60]. By executing action at ∈ A in state st ∈ S, the agent experiences a state transition st → st+1 and gets a reward rt+1 ∈ R. This basic interaction
with the environment is shown in Figure 3.6.
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Figure 3.6: The model of a learning agent interacting with the environment, based on [60].

The overall goal of the agent is to maximize its return
Rt =

T
X

ri ,

(3.22)

i=t+1

where T is the time when the final state is reached. One finite sequence of states
s0 , . . . , sT is called an episode.
Formally, this is defined as a Markov decision process (MDP), consisting of:
• S: the state space.
• A: the action space. A(s) ⊆ A is a notation for the set of actions available in
state s.
a
0
0
• Transition probabilities Pss
0 = p(st+1 = s |st = s, at = a) ∀s, s ∈ S, a ∈ A(s).
0
These are the probabilities of ending up in state s when executing action a in
state s.
a
0
0
• Rewards Rss
0 = E(rt+1 |st = s, at = a, st+1 = s ) ∀s, s ∈ S, a ∈ A(s). These
are the expected rewards when executing action a to perform a state transition
st → st+1 .

The decision of which action to take in a certain state is given by the policy
π(s, a) = p(a|s) ∀s ∈ S ,

(3.23)

which denotes the probability of taking action a in state s. The value of taking this
action under policy π is denoted as
Qπ (s, a) = Eπ {Rt |st = s, at = a} .

(3.24)

Qπ (s, a) is called the action-value function for the policy π, and is the expected return
of taking action a in state s, and following policy π afterwards. Now, recalling that the
agent wants to maximize its return, we denote an optimal policy π ∗ and accordingly
the optimal action-value function
Q∗ (s, a) = max Qπ (s, a) ∀s ∈ S, a ∈ A(s) .
π
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(a)

(b)

Figure 3.7: Backup diagrams for dynamic programming (a) and Monte Carlo reinforcement
learning (b), based on [60].

It is worth noting that there is also an optimal value function. Instead of the actionvalue function, it is based on the value function
V π (s) = Eπ {Rt |st = s} .

(3.26)

This denotes the value of a certain state s under the current policy π. However, we
will focus on the action-value function here, as it immediately gives us the value of an
action in a certain state.

3.4.1 Solution Methods
A reinforcement learning problem is solved by finding the optimal policy π ∗ . Various
methods with different properties have been proposed in the literature.
Dynamic Programming
An exact solution can be obtained through dynamic programming [8]. The recursive
definition of the solution allows for a bootstrapping approach by continuously updating the estimate for Q∗ . This is illustrated in the backup diagram in Figure 3.7(a).
The update or backup operation on Q∗ (s, a) takes the rewards r and states s0 into account, which follow from executing a. Afterwards, actions a0 are selected according
to the policy. However, a perfect model of the environment in terms of an MDP is
required, which is not always available. Also, dynamic programming involves heavy
computation with a high memory requirement.
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st

rt+1
st , at

st+1

rt+2
st+1 , at+1

st+2

...
st+2 , at+2

Figure 3.8: An episode of alternating states and state-action pairs.

Monte Carlo
A different approach is to apply Monte Carlo methods to the problem [35]. Values
are estimated by averaging the returns from sample episodes, as illustrated in Figure 3.7(b). Thus, one can learn from samples which are experienced, not requiring a
complete model in the learner itself. However, as the full return is only available at the
end of an episode, estimates can only be updated for completed episodes.
Temporal Difference Learning
Temporal difference (TD) learning combines the advantages of bootstrapping and sampling [6]. A complete model of the environment is not needed and the estimate is
continuously updated.
In the simplest case of TD learning, Qπ (s, a) is learned for the current behavior policy
π for all states s and actions a. Sufficient exploration is achieved by using an action
selection such as softmax or ε-greedy, as described later. TD learning updates the
current estimate of a state-action pair based on its old values, the new reward, and the
new value:

Q(st , at ) ← Q(st , at ) + α rt+1 + γQ(st+1 , at+1 ) − Q(st , at ) ,
(3.27)
which is illustrated in Figure 3.8. The usage of the variables st , at , rt+1 , st+1 , at+1
leads to the name Sarsa [55]. The parameter α is the step size, and γ ∈ (0, 1] is called
discounting factor. Sarsa learning is on-policy, meaning the current behavior policy π
is learned and updated.
This form of Sarsa uses only the immediate reward rt+1 to update Q and belongs to
the class of TD(0) learners.
Sarsa(λ): On-policy TD-control with Eligibility Traces
By looking further into the future, a more accurate estimate of Rt could be obtained
according to Eq. (3.22). In the extreme, the actual return Rt itself is used, as it is
the case with Monte Carlo methods. An extension of Sarsa averages over a number
of future rewards and is called Sarsa(λ) [65]. The corresponding backup diagram is
displayed in Figure 3.9.
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Figure 3.9: Backup diagram of Sarsa(λ), based on [60].

In detail, an n-step return
(n)
Rt

=

n
X

γ i−1 ri + γ n Qt (st+n , at+n )

(3.28)

i=1

looks n steps into the future and takes the future rewards into account. Sarsa(λ) uses
a number of these n-step returns, weights them by λn−1 and computes the average,
yielding the λ-return
∞
X
(n)
λ
Rt = (1 − λ)
λn−1 Rt .
(3.29)
n=1

The parameter λ ∈ [0, 1] determines the decay of the impact of future rewards. For
λ = 1, the sum turns into Rt and the method into Monte Carlo. For λ = 0, only
the immediate rewards are used, which corresponds to the previously discussed TD(0)
learning.
In practice, the agent knows of a reward only after seeing the respective state-action
pair and does not look into the future. After visiting (s, a), the previous state-action
pairs are updated using a so-called eligibility trace
(
γλet−1 (s, a) + 1 if s = st and a = at
et (s, a) =
∀s, a .
(3.30)
γλet−1 (s, a)
otherwise
Through λ and γ, the eligibility trace determines the impact of the current reward on
previous state-action pairs. As it is decayed over time by γλ ≤ 1, the impact on the

37

Chapter 3: Background
Algorithm 3 Sarsa(λ) with ε-greedy action selection
1: Initialize: Q(s, a) ← 0, e(s, a) ← 0 ∀s, a
2: for all episodes do
3:
Initialize (s, a)
4:
for all steps in episode do
5:
Take action a, observe r, s0
6:
Choose a0 ∈ A(s0 ) using ε-greedy policy from Q
7:
δ ← r + γQ(s0 , a0 ) − Q(s, a)
8:
e(s, a) ← e(s, a) + 1
// Increase eligibility trace for current pair
9:
for all s, a do
10:
Q(s, a) ← Q(s, a) + αδe(s, a)
11:
e(s, a) ← γλe(s, a)
// Decay eligibility trace for all pairs
12:
end for
13:
s ← s0
14:
a ← a0
15:
end for
// Final state reached
16: end for
previous state-action pairs decreases over time. Only for the current pair, the trace
is increased by 1. An implementation of Sarsa(λ) using eligibility traces is listed in
Algorithm 3.

3.4.2 Action Selection
When learning from experience as in Monte Carlo methods, the agent needs to choose
an action at in state st . While greedily choosing the next action yields the highest expected return when following the current policy, choosing a different action might lead
to an even better policy through exploration. This leads to the exploration-exploitation
dilemma. It is fundamental to balance the two in the right way, to find a nearly-optimal
policy. We will now present two common methods of balanced action selection.
ε-Greedy
One idea is to usually select a greedy action
a∗t = arg max Qt (a) ,

(3.31)

a

but select a random non-greedy action for exploration with probability ε:
(
1−ε
if a = a∗t
∀a ∈ A(st )
p(a|st ) =
ε
otherwise
kA(st )k−1
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Here, ε determines the level of exploration. For ε = 0 this reduces to a greedy action
selection.

Softmax
A different idea is to select explorative actions not at random, but based on their value.
This is called softmax action selection. A common weighting follows the Boltzmann
distribution:
eQt (a)/τ
,
(3.33)
p(a|st ) = X
eQt (b)/τ
b∈A(st )

where τ is a positive parameter of the distribution. A high τ makes all actions nearly
equiprobable, whereas the selection reduces to a greedy action selection for τ = 0.

3.4.3 State Representation
For some given features of the environment – usually a subset of the full parametrization – the agent constructs a state space S. As with the action selection above, there
exist a number of state representations ranging from simple tables to artificial neural
networks. We describe two representations in the following.

Discrete
A discrete state representation uses discrete features or discretizes continuous ones to
create the state space S. A state is then simply an index of the discrete table of states.
For continuous tasks, the discretization can lead to problems when it is too sparse.
While a sparse discretization should lead to a good generalization and is computationally efficient, the learned behavior can be suboptimal in some cases. There can be
states that cannot be distinguished because they fall under the same discretization step.
On the other hand, a dense discretization is optimal in terms of the approximation, but
has higher costs in complexity and space. Generalization can also be worse than for a
sparse representation. The more distinct states there are, the more samples are needed
because the learner needs to experience each state for a certain number of times.
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Figure 3.10: RBF network with a uniform grid of feature centers. σx and σy are chosen so that
there are always two active features per dimension around a point x. Figure is based on [40].

Linear
Linear feature states are less susceptible to these problems because they interpolate in
between the states. A state is regarded as a function f (x) which is represented by a
linear function approximator
f (x) =

N
X

φi (x)wi .

(3.34)

i=1

Here, N denotes the dimensionality of the features, φi (x) ∈ [0, 1] an activation function, and wi the weight of each feature dimension i. The resulting approximator is
called a radial basis function (RBF) network. The previously discussed discrete state
representation is a special case of this where φi (x)wi = 1 for exactly one feature and
0 for all others.
At the end, all weights are usually normalized so they sum up to 1. Using the Gaussian
1
(3.35)
φi (x) = exp(− (x − µi )Σ−1 (x − µi )T )
2
as activation function, the RBF network is then then called a Gaussian softmax basis
function network [15]. Position and size of the Gaussians are determined by the means
µi and covariance Σ. The covariance of the Gaussians is usually fixed and the centers
µi are distributed uniformly. Variations exist where both is adjusted depending on the
density of the state features [39].
Figure 3.10 displays an RBF network with a uniform distribution of centers. Σ consists
just of the diagonal entries σx and σy . Their values are chosen according to the number
of discretization steps in x and y direction, so that there are always four active features
to interpolate x.
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3.4 Reinforcement Learning
Both linear and discrete state representations are only suitable when the state dimension is sufficently small. O(nk ) entries are required for k dimensions which are discretized in O(n) steps. When the state space is high-dimensional, a locally-weighted
regression approach would be better suited for function approximation [3].
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4 Vision-based Localization
In general, the robot has no direct information about its pose in a global coordinate
frame. Instead, the pose has to be inferred through means such as a Bayes filter
algorithm from Chapter 3, using information available on controls ut and measurements zt .
We consider a robot in a two-dimensional planar environment here, which uses odometry and visual features as landmarks for localization. A 2D map of landmarks is
assumed to be available and can be obtained with the method described later in this
chapter. It would also be possible to build a map while navigating through an unknown
environment using simultaneous localization and mapping (SLAM). While there has
been a lot of work on solving the SLAM problem recently, we focus on the localization part here. This should not be a real limitation, as one could extend the visual
localization to a vision SLAM approach.
The three-dimensional pose of the robot at time t is denoted as
xt = (xt , yt , θt ) ,

(4.1)

and consists of the Cartesian coordinates in the map and the orientation (see Figure 4.1).

Figure 4.1: Robot pose in global coordinate system
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Figure 4.2: Explanation of the motion model. The odometry information is computed by decomposing the movement from starting pose x̃t to final pose x̃t+1 into a rotation δr1 , a translation δt ,
and a second rotation δr2 .

4.1 Motion Model
To localize itself with a Bayes filter algorithm, a robot needs information about its
movement, which we denoted as control ut earlier. We use an odometry motion model
here, under the assumption that there is odometry information available on the robot’s
movements. On a wheeled robot, this is usually computed from wheel encoders, while
other types of robots can estimate this information from an inertial measurement unit
(IMU).
Within one update timestep, the odometry tells us that the robot moved from pose
x̃t = (x̃t , ỹt , θ̃t ) to x̃t+1 = (x̃t+1 , ỹt+1 , θ̃t+1 ). Because of accumulated errors, the
pose estimate from odometry might be wrong. Nevertheless, the difference in between
the two poses serves as a good prediction for localization when the corresponding
covariance yields a sufficiently accurate estimation of the motion noise.
We now denote the odometry at time t as ut , to emphasize that we use it as vector
ut = (δr1 , δt , δr2 ) ,

(4.2)

consisting of a rotation δr1 followed by a translation δt and a final rotation δr2 . The
single entries can be computed as
δr1 = atan2(ỹt+1 − ỹt , x̃t+1 − x̃t ) − θ̃t
p
δt = (x̃t+1 − x̃t )2 + (ỹt+1 − ỹt )2

(4.3)

δr2 = θ̃t+1 − θ̃t − δr1 .

(4.5)

(4.4)

Figure 4.2 illustrates this model.
To account for odometry errors, each single movement is modeled to be subject to additive Gaussian-distributed noise, leading to an erroneous odometry ût = (δ̂r1 , δ̂t , δ̂r2 )
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(a)

(b)

(c)

Figure 4.3: Probability density function for different noise parameters of the odometry motion
model, based on [62]. Average uncertainty in rotation and translation is shown in (a). (b) displays
a high uncertainty in translation, while (c) displays a high uncertainty in rotation.

with components
δ̂r1 = δr1 + εα1 |δr1 |+α2 |δt |

(4.6)

δ̂t = δt + εα3 |δt |+α4 |δr1 +δr2 |

(4.7)

δ̂r2 = δr2 + εα1 |δr2 |+α2 |δt | .

(4.8)

We use εσ as notation for a zero-mean Gaussian distribution with standard deviation σ.
The amount of noise on the rotations is modeled to be dependent on the amount of
rotation and the length of the translational movement. The noise on the translation is
modeled to be dependent on the amount of translation and the combined amount of
rotation. The four noise parameters α1 , α3 , α3 , α4 characterize the motion model for
a specific robot. The influence of different values on the resulting pose uncertainty is
illustrated in Figure 4.3.
The shortcomings of this simple model appear when there is little or no translational
movement. According to Eq. (4.3)–(4.5), the robot would be modeled to rotate to
0◦ , perform a translation δt ≈ 0, and then another rotation. The amount of these
two rotations can add up to 360◦ , even when the actual movement consists only of a
rotation of a few degrees. Similarly, backward movements are not correctly covered
by this model. Even when the robot does not perform an actual backwards movement,
this can be problematic. When it is standing still, noise on the odometry can lead to
a numerically computed small backwards motion. According to the motion model,
the robot would then be modeled to rotate by 180◦ , move forward, and rotate back by
180◦ .
Since these cases would falsify the noise computation, we recognize them and treat
0
0
them separately in a corrected odometry u0t = (δr1
, δt0 , δr2
) before computing the mo0
tion noise on ut instead of ut . When δt is smaller than some threshold, we correct the
first error by setting the odometry to
u0t := (0, δt , θ̃t+1 − θ̃t ) .

(4.9)
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When the absolute value of both rotations δr1 and δr2 is larger than 90◦ , the second
error occurred in the model. We correct this by setting the odometry to
u0t := (δr1 + 180◦ , −1 · δt , δr2 + 180◦ ) .

(4.10)

Because the angles are normalized to be in the range (−180◦ , 180◦ ], the rotations have
the correct values afterwards.
For a Kalman filter localization, we not only need the motion update, but also a covariance matrix Rt of the motion noise (called process noise in the general Kalman filter
terminology). Based on the standard deviations of the Gaussian-distributed noise in
Eq. (4.6)–(4.8), it directly follows that



(α1 |δr1 | + α2 |δt |)2
0
0
 .
0
0
(α3 |δt | + α4 |δr1 + δr2 |)2
Rt = 
2
0
0
(α1 |δr2 | + α2 |δt |)
(4.11)

4.2 Observation Model
After taking care of the robot’s motion, we now need to define its counterpart in the
Kalman filter localization, the observation model. A prediction by controls ut is corrected according to observations zt in the Kalman filter. As mentioned earlier, the
robot uses visual features as observations and has a map of landmarks available.

4.2.1 Feature Extraction
To extract visual features, the robot constantly observes its environment with a topmounted camera. The resulting camera image of the floor is converted to grayscale
and scaled down to a resolution of 512 × 384 pixels. While a smaller image speeds
up feature detection, the resolution is just high enough to detect a sufficient number of
features.
Then Speeded-Up Robust Features (SURF, [7]) are extracted, as described in Chapter 3
in detail. SURF are local features and comparably fast to compute. They are invariant to illumination, translation, scale, and rotation. This makes them robust against
changes in viewpoint, which is a requirement to use them for online feature extraction
and localization. We use the standard implementation of the authors5 .
5

http://www.vision.ee.ethz.ch/~surf/
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Figure 4.4: Different views of the floor captured by a downwards looking camera. Detected
SURF features and their blob sizes are marked.

The feature extraction returns a number of detected features with their sub-pixel coordinates (x̂, ŷ) in the image and their description vector v ∈ R64 . Due to lens distortion
(see Section 3.2.2), the coordinates returned from the feature detection might be distorted, especially in the outer regions of the image. A prior undistortion would affect
the appearance of the whole image through bilinear interpolation, which in turn could
degrade SURF computation. Thus, we iteratively undistort just the feature coordinates [33, 46].
Figure 4.4 illustrates the feature extraction by showing three typical scenes observed
by the robot. The detected SURF features are marked with their respective blob scales.
Note that the feature area itself is larger than the blob size and rectangular (see Section 3.3.2). Besides the image resolution and a fixed threshold of the SURF detector,
the number of features detected in one frame depends on the structure of contrast
changes in the viewed scene. In our test environment, features on the wooden parquet
floor are detected mainly around wood knots, scratches, or gaps.

4.2.2 From Visual Features to Observations
We now need to transform a detected feature at position (x̂, ŷ) in the image into an
observation z = (r, ϕ) in polar coordinates relative to the robot, as illustrated in Figure 4.5.

Figure 4.5: Left: The robot observes a number of landmarks (represented as stars here) in its
field of view (red). Right: One observation is integrated with its polar coordinates (r, ϕ) relative
to the robot.
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Figure 4.6: Camera setup, field of
view, and camera coordinate system.

Figure 4.7: Overview of the coordinate
systems. The robot’s own coordinate
system is not shown for the purpose of
clarity.

Remember that Eq. (3.11) from Chapter 3 describes the projection of a world point in
camera coordinates to an image point, which we restate here for convenience:
x = [K|0] X

(4.12)

By inversion, we obtain homogeneous coordinates X = (X, Y, Z, 1)T in the camera
frame from homogeneous image coordinates x = (x̂, ŷ, 1)T :
X = K +x ,

(4.13)


1/fx
0
−cx /fx
 0
1/fy −cy /fy 

K+ = 
 0

0
1
0
0
1/Z

(4.14)

where


is the inverse with regard to the homogeneous projection.
Notice that the inversion of the projection is under-determined, requiring the knowledge of Z. World coordinates consist of three values, while image coordinates consist
of two values. Thus, it is not possible to obtain the exact depth of an image point in general. There are a number of approaches which estimate depth from texture, sequences
of images over time, or from two-camera geometry (stereo vision) [31, 17, 19, 38].
However, our specific camera setup does not require any of these techniques.
The camera is mounted parallel to the floor looking down. By assuming that the floor
over which the camera is moved is planar, we know the fixed value of Z, which is the
height of the camera position above the floor (see Figure 4.6). This allows us to infer

48

4.2 Observation Model
the missing world coordinates X and Y by using Eq. (4.13):
Z
(x̂ − cx )
fx
Z
Y = (ŷ − cy )
fy

X=

(4.15)
(4.16)

Because the robot operates in a 2D plane, we ignore the third coordinate Z from now
on. It was only required in the computation of the projection in Eq. (4.15)–(4.15).
With the known 2D position of the camera relative to the robot xcam = (xcam , ycam )T ,
we can compute the position of the landmark in the robot’s coordinate frame as
xl = xcam + (X, Y )T .
Finally, this can be transformed into the observation z:
 


r
kxl k
z=
= h(xl ) =
,
ϕ
atan2(yl , xl )

(4.17)

(4.18)

as illustrated in Figure 4.7.
Associated with each observation z is the descriptor v of the SURF feature detected at
that position in the camera image.
Similar to odometry, landmark observations are not free of noise. The position of the
camera relative to the robot is not perfectly accurate and it could even be affected by vibrations resulting from the robot’s movement. The UKF localization explicitly models
the uncertainty of observations in the measurement noise covariance matrix Qt .
To obtain the entries of Qt for a given landmark at position z, we first assume additive
Gaussian-distributed noise on the landmark position in xy-coordinates with standard
deviation σx = σy = σ. This yields the covariance matrix in x and y
 2

σ
0
[xy]
Qt =
.
(4.19)
0 σ2
Since z = (r, ϕ)T is in polar coordinates, we need the noise Qt in polar coordinates
[xy]
too. We transform the uncertainty in x and y represented by Qt into an uncertainty
in r and ϕ. To do so, we apply the first-order Taylor expansion of the transformation
h(xl ) from Eq. (4.18), captured by the Jacobian
 xl

∂h(xl )
− r − yrl
H=
=
.
(4.20)
yl
− rx2l
∂z
r2
The resulting transformation on the covariance is given by
[rϕ]

Qt = Qt

[xy]

= HQt H T .

(4.21)
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4.2.3 Associating Observations with Landmarks
The map M available to the robot contains a number of landmark positions and their
descriptors:

M = hl[1] , v[1] i, hl[2] , v[2] i, . . . , hl[m] , v[m] i
(4.22)
For each observation in the current field of view, we now need to know the correspondence to a landmark in the map. This problem is usually referred to as the data
association problem [62]. To find this correspondence between features and landmarks, we use nearest neighbor matching on the feature descriptor, as described in
Section 3.3.3.
When a matching landmark is found for a feature, we subsequently assume a known
correspondence for simplicity. That means that we assume that the found match is
correct and do not model the uncertainty on the correspondence explicitly. While this
may potentially lead to small errors due to mismatches, these can be compensated
when there is a sufficiently high number of correct matches. As described below, we
take additional measures to reduce the number of mismatches.
In a naive implementation, matches for all observed k features are searched in the complete map M . This poses two potential problems. First, it increases the probability for
wrong associations because regarding more landmarks introduces more possibilities
for wrong associations.
Second, examining a larger area for matching results in a higher computational load.
The descriptor distance between all k features and m regarded landmarks in the map
has to be computed to find the closest match, resulting in k × m distance computations on the 64 entries of the description vectors. Clearly, the smaller m, the faster a
match can be found for a fixed value of k. For an online system, a performant feature
matching is crucial, otherwise observations would be integrated long after the robot
has passed them.
Thus, we restrict the area examined for potential matches to a subset of the map
M 0 ⊆ M centered on the robot pose estimate (xt , yt , θt ):

M 0 = hl, vi ∈ M kl − (xt , yt )T k ≤ max(a1 , a2 ) + d
(4.23)
Here, a1 and a2 denote the lengths of the two principal axes of the 99% confidence
ellipse of the robot’s 2D pose estimate. d ∈ R+ is an additive constant. The computation of the principal axes of the confidence ellipse is explained in Appendix A.4. The
99% confidence ellipse contains the estimated true pose of the robot with a probability
of 0.99. We approximate the area of this ellipse by a circle with radius max(a1 , a2 ), as
depicted in Figure 4.8. In the worst case, the robot could be located just at the border
of its confidence ellipse, oriented radially looking out. When searching for matches
only in the confidence ellipse, the actual area the robot is looking at could be missed.
By adding the constant d (here: d = 1 m) the robot’s field of view is accounted in the
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Figure 4.8: Explanation of computing the approximated area containing the robot’s field of view
in the map. With a probability of 99%, the robot’s true pose is estimated to be within the 99%
confidence ellipse around its most-likely pose estimation µ. This ellipse is approximated by a
circle with radius max(a1 , a2 ). By adding a constant d, the offset of the robot’s field of view
(red rectangle) is accounted. The resulting map region is the outer circle.

approximation. Now even for a small confidence ellipse when the robot is confidently
localized, a map area of diameter d is regarded.
In practice, the lookup of landmarks by their global map position is implemented by a
discrete grid. References to the landmarks and their descriptors are stored in an twodimensional array, in which the landmarks of one grid cell can be accessed in constant
time. Note that this discretization is only used for an efficient lookup. The landmark
positions l[i] remain continuous.
The result is an accelerated matching phase because the robot searches for landmarks
only where they are expected to occur in the map. Additionally, false matches are
prevented to a certain degree by considering relevant landmarks only.
Further robustness can be achieved by requiring the matches in between M 0 and the
observations to be bijective. That means that only those pairs of landmarks and features
are regarded as a match, where the map landmark descriptor is the best match within
M 0 for the feature descriptor and that feature descriptor is the best match of all features
in the frame for the map landmark descriptor. In the literature, this is called mutual
consistency check [45].
Also, based on the descriptor distance, only the best kmax matches are used from each
frame. This further reduces the potential number of mismatches, because a scene
crowded with hundreds of features can easily introduce wrong associations. By choosing only the best matches, we are naturally selecting only the most probable ones.
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4.3 UKF Localization
Now that all preconditions are met, we will integrate controls in the form of odometry ut and measurements in the form of visual features zt in an unscented Kalman
filter (UKF, [21]). The UKF is a form of Bayes localization and was introduced in
Chapter 3.
In the prediction phase, g transforms all sigma points by applying the odometry ut to
them. Rt is used for the odometry noise according to Eq. (4.11). A landmark observation is integrated via the function h. Algorithm 2 is used in a variation which allows
the integration of odometry and observations asynchronously. Thus, multiple landmarks from one camera frame can be integrated as independent observations before
integrating another control feedback. The uncertainty of each observation is modeled
by Qt according to Eq. (4.21).

4.4 Global Localization
We follow a slightly different approach for the initial guess of the robot’s pose. While
the UKF is an excellent approach for tracking, it cannot be used straightforwardly
to solve a problem of global localization. Instead, we employ an approach based on
Random Sample Consensus (RANSAC, [16]) using affine transformations. Hereby,
we exploit the two-dimensional structure of the viewed scene and map, which enables
us to find an initial guess of the robot’s pose quickly. While this is not as accurate and
efficient as tracking the pose in localization, is serves as a good starting point. Our
approach is similar to aligning pairs of images in panorama stitching [11]. Hereby,
the homography in between two images is found by employing RANSAC on matched
features in the images.
An affine transformation B in 2D consists of a linear transformation A ∈ R2×2 (rotation, shear, scaling, or a combination of them) and a translation t ∈ R2 , mapping point
x to x0 :
x0 = B(x) = Ax + t .
(4.24)
In theory, a transformation based on rotation and translation is sufficient to model the
correspondence between the camera frame on the floor and a map location. By using
the full set of affine transformations, the detection becomes more robust because errors
in the estimate of the camera pose can be absorbed.
The set of affine transforms in the 2D plane has six degrees of freedom, four for the
matrix A and two for the translation vector t. Thus, we need three 2D point correspondences x → x0 to calculate the affine transformation.
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Algorithm 4 RANSAC-based global localization using affine transforms
1: repeat
2:
Capture image and extract visual features
3:
Nearest-neighbor match each feature to a map landmark
// Ignore features in the image that cannot be matched
4:
m(xi ) = landmark in map that is matched to feature xi
5:
k = number of matched features to landmarks
6: until k ≥ 6
7: copt = 0
8: repeat
9:
for 3k times do
10:
Randomly sample 3 matched landmarks xi1 , xi2 , xi3
11:
Compute affine transformation B defined by
xi1 → m(xi1 ), xi2 → m(xi2 ), xi3 → m(xi3 )
12:
Apply B to all landmarks in scene: x0i = B(xi )
13:
c=0
// Number of matches which agree with B
14:
for i = 1 . . . k do
15:
if kx0i − m(xi )k ≤ δ then
16:
c=c+1
17:
end if
18:
end for
19:
if c > copt then
20:
copt = c
21:
B̂ = B
// Affine transform with largest number of agreements
22:
end if
23:
end for
24: until copt /k ≥ p
25: Apply transformation B̂ to robot pose, relative to camera coordinates
To account for false matches and small errors in the position of the observation, the
affine transformation is computed with RANSAC for outlier rejection, using a random
combination of three point correspondences. Our RANSAC-based global localization
method is listed in Algorithm 4.
First, we wait until the camera observes a patch of floor where at least six matches
can be found in the map. This ensures that there is enough support for a RANSAC
hypothesis, creating a robust pose estimate. While three point correspondences is the
absolute minimum to compute an affine transformation, it is not a robust estimate. Any
three points would suggest an affine transformation, even if all matches were wrong.
Therefore, we randomly select three of the detected feature points in the camera frame
xi1 , xi2 , xi3 . The positions of their respective matches in the landmark map are denoted
as m(xik ). These three point correspondences are used to compute a hypothesis B of
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an affine transformation, and that transformation is applied to all landmarks in the
current view. The result x0i is the position in the map where the landmark should be
located, under the assumption that B is the correct transformation. Every x0i that is
sufficiently close to its real matched position m(xi ) belongs to the so-called consensus
set and supports the hypothesis B. The size of the consensus set is denoted as c.
This process is repeated 3k times and the largest size of the consensus set copt of all
runs is stored, with B̂ the affine transformation supported by the largest consensus set.
If the relative size of the consensus set copt /k is larger than some threshold p ≤ 1, the
transformation B̂ is considered robust enough.
Finally, B̂ is applied to the robot pose relative to the camera coordinates. This yields
the global position of the robot in the map. With a sufficiently high pose uncertainty,
this can be used as initial guess. Subsequently, the robot’s pose can be tracked using
controls and observations in the UKF.

4.5 Mapping
For localization, we need to make a map of the environment available to the robot. We
use an approach based on mapping with known poses, and the map we obtain is worldcentric [61]. That means that the robot knows its position when building the map, and
the built map contains landmarks in a global coordinate frame. As visual landmarks,
we use Speeded-Up Robust Features (SURF, see Section 3.3).

4.5.1 2D Mapping with Known Poses
To obtain a feature-based map, the robot is steered through the environment by a human operator. Besides the camera used to extract visual features, the robot is equipped
with a laser range finder which can be used to obtain the known pose at any time. In
order to obtain visual features which are not degraded by motion blur, the robot needs
to drive slowly throughout the map building process.
At any stage of the trajectory, visual features are extracted from the camera image and
their position relative to the robot is computed. Details about feature extraction and
the observation model were described earlier in this chapter.
For each extracted feature i, we compute its global 2D position li by using its relative
position and the robot pose xt . The relative feature position is denoted in polar coordinates (r[i] , ϕ[i] ) and the robot pose xt = (xt , yt , θt ) consists of the 2D position of the
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robot and its orientation. We can now compute the global landmark position according
to




cos(θt + ϕ[i] )
xt
[i]
[i]
.
(4.25)
l =
+r
yt
sin(θt + ϕ[i] )
The position l[i] with its associated feature descriptor v[i] form the landmark hl[i] , v[i] i.
If each landmark would be integrated into the map at this stage, the result would be
a very dense and cluttered map. In fact, the same landmark would appear multiple
times because it is observed in multiple successive camera frames. Due to variations
in the camera image or small errors in the robot’s assumed true pose, the same physical landmark would appear with a slightly different descriptor, at a slightly different
position in the map. This redundant information increases the map size and reduces
the performance when finding matches for features in the map.

4.5.2 Acquiring Maps of Robust Visual Landmarks
For robustness and efficiency in the matching phase during localization, the features in
the map need to be processed further. One common approach is to track a feature over
multiple successive frames and use it only if it can be matched k times in between the
frames [56]. Because we already have the global coordinates of a potential landmark
available at this time, we follow a slightly different approach.
Let us assume we extracted a number of potential landmarks hl[i] , v[i] i from the current
camera frame. For each v[i] , we now search the best match in the map built so far. For
efficiency, only the local area within 30 cm of l[i] is regarded.
In this mapping phase, we require a landmark to be consistent in terms of global position and descriptor vector for matching. Thus, we introduce additional criteria to the
general descriptor-based matching in Eq. (3.21). A match in between hl[i] , v[i] i and an
existing landmark hl, vi is registered only if
kl[i] − lk ≤ δl ,

(4.26)

kv[i] − vk ≤ δv and
kv[i] − vk =

min
v[j] in map

(4.27)

kv[i] − v[j] k

.

(4.28)

The threshold on the Euclidean distance of the 2D positions δl ensures consistency for
the global position, while the threshold on the descriptor distance δv ensures consistency for the visual appearance of the feature. In our environment, δl = 5 cm and
δv = 0.2 yield good results in practice.
For additional robustness, we employ a mutual consistency check as described before
in the observation model. Only when v is the best match in the local area to v[i] , and
v[i] is the best match in the camera frame to v, the match is registered.
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Figure 4.9: Patch of a floor map with visual features. Potential landmarks are colored in blue.
The final set of landmarks is colored in red and contains only those features, that were consistently observed in at least seven frames. The shown area is about 2.25 m × 0.5 m.

When there is no appropriate match for v[i] found, hl[i] , v[i] i is inserted as new potential
landmark into the map. Otherwise, hl[i] , v[i] i is associated with its match hl, vi in the
following way. The count of matches for hl, vi is increased by one, and the 2D position
l is adjusted so that it represents the mean position of all landmark positions associated
with it.
In the final stage after integrating all observations into the map, unreliable landmarks
are pruned. That is, all landmarks with a matching count < k are dismissed. We use
k = 7 in practice. Thus, we require a landmark to be visible for about half a second
at a camera frame rate of 15 Hz. Figure 4.9 illustrates the pruning process on a patch
of the mapped area. All potential landmarks before pruning are colored in blue, while
the reliable landmarks which are kept are colored in red.
To conclude this section, the result of the mapping phase is a global map of landmarks
hl[i] , v[i] i. Each landmark i consists of a position l[i] ∈ R2 and the feature descriptor
v[i] ∈ R64 .
The resulting map from the hallway environment, in which we performed the practical
experiments, is shown in Figure 4.10.
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Figure 4.10: Complete map of the environment, showing the distribution of visual landmarks
(red). Overlaid is a map obtained with a laser range finder.
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5 Learning Navigation Policies
In this chapter, we introduce the task the robot is required to solve. This task is modeled
as reinforcement learning problem and we subsequently describe state space, action
set, rewards, and implementation details of the problem.

5.1 Task Description
The robot begins at a start location and needs to navigate to a goal location or destination, as depicted in Figure 5.1. In our experiments, the robot operates in a hallway
environment and the distance between start and destination is approximately 8 meters.
This is a reasonable scenario since a longer and more complicated trajectory could
be planned with A∗ or a similar path planner [18]. Start and destination in our environment would then be the previous and next waypoint that the robot is navigating
to. Thus, we do not require the robot to stop when reaching the destination. On a
longer path, the robot would immediately head for the next waypoint after reaching
one sub-goal.
With a camera, the robot observes SURF features on the floor as visual landmarks.
These observations and odometry are integrated in an unscented Kalman filter (UKF)
for localization, which was described in detail in the previous chapter. For evaluation,
the true pose is measured in addition to the estimation. The task is finished as soon as
the distance between the robot’s true pose and the destination is below a certain small
threshold. When there is no direct information on the true pose, this can be achieved
by a special marker or a unique landmark located at the destination. A benefit of this

Figure 5.1: Outline of the navigation task. The robot navigates from start to destination, using
landmarks (depicted as stars) for localization.
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methodology is that we can evaluate the performance of the robot in the task with the
single metric of the time to destination without the need to consider the localization
error at the destination.
A straightforward controller orients the robot to the destination, based on the current
pose estimate. The controller also sets the translational velocity v to the currently
desired maximum value vtarget if the destination is in the front area of the robot. Otherwise, v is set to zero and the robot rotates on the spot until the destination is in view.
When the robot is in danger of colliding with the environment, it is stopped by the
controller.
The overall velocity of the camera influences the acquired image because the viewed
scene is affected by motion blur. The faster the robot moves, the more its visual perception is influenced. This has a direct impact on visual feature extraction and matching.
When the image is affected by motion blur, less features can be extracted because the
local contrast distributions merge to one blur. But even when a feature can be extracted
at similar locations with and without motion blur, the visual appearance and thus the
descriptor of the feature differs. By selecting a low value for vtarget , the negative impact
of motion blur can be avoided, but the robot needs more time to finish the navigation
task.
Ideally, we want the robot to reach the destination fast and accurately by dynamically
adapting its behavior to the situation. Along its trajectory, there can be segments where
a bad localization is tolerable for a high speed. The robot should learn to trade off a
high velocity to cover the distance to the destination fast, and a low velocity to localize.
Depending on the current state, the best velocity to finish the overall task fast and
accurately is to be learned.

5.2 Modeling
We formulate this problem as a reinforcement learning task. This allows us to let
the learning algorithm learn the behavior, while we just formulate the environment
characteristics and rewards. No labeled samples are required as in supervised learning
and there is no need for an optimal behavior to imitate as in learning by imitation.
Instead, we just tell the agent how good a certain action or reaching a certain state
is.
More precisely, we formulate the task as a Markov decision process (MDP), as introduced in Section 3.4. Formally correct would be to regard the problem as a partially
observable MDP (POMDP, [22, 57]). A POMDP is a generalization of an MDP. In
an MDP, it is assumed that the agent is able to directly observe the environment and
thus can infer its state deterministically. In a POMDP, this is not required. Instead, the
agent’s belief can be a distribution over states based on observations. Since we model

58

5.3 State Space
the belief of the agent Gaussian-distributed, a straightforward reinforcement learning
model would use this belief distribution in the POMDP.
However, this explicit modeling of belief distributions makes POMDPs computationally hard to solve and impractical for most real-world tasks. A common practice is to
solve POMDPs approximately, instead of solving them directly [29, 53].
In our approach, we use the most-likely estimation of the robot’s pose as state and
model the task as MDP. We consider this a valid approximation because our belief distribution is unimodal and we use the UKF localization just for tracking after an initial
global localization. Additionally, we include the entropy as measure of the uncertainty of the belief distribution. This approximation of a POMDP is called augmented
MDP [54].
For this MDP, we now need to define the state space S, the set of actions A, rea
a
wards Rss
0 and transition probabilities Pss0 . Due to the complex structure of the robot
interaction with the environment, we do not model the transition probabilities explicitly. This is not necessary because we use a temporal difference learning approach,
which is model-free. Like in Monte Carlo reinforcement learning methods, experienced episodes are used as samples.

5.3 State Space
The complete state of the robot consists of the global pose estimate xt = (xt , yt , θt )
represented as Gaussian distribution (µ, Σ), its current velocity, and a characterization
of its environment. This environment consist of a start location, a destination, the
number of landmarks which the robot observes for localization, and obstacles in the
form of walls. However, this complete state representation would be impractical to
consider for reinforcement learning.
Thus, we define a set of features based on the complete state, which should characterize
the state as detailed and general as needed for learning. For example, it should be
sufficient to know where the destination in the local coordinate system of the robot is,
instead of considering the global positions of robot and destination.
Based on the localization and the environment, we define the following features:
• The Euclidean distance to the location of the destination (gx , gy )T in meters
q
(5.1)
d = (gx − xt )2 + (gy − yt )2 ,
based on the current, most-likely pose estimate xt = (xt , yt , θt ). The range of
all values of d is denoted as D = [0, 10]. The maximum distance of 10 m is a
limitation originating from our specific experimental environment.
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• The angle relative to the goal in radians
α = atan2(gy − yt , gx − xt ) − θt ,

(5.2)

based on the current pose estimate xt . In combination with d, this completely
characterizes the relative position of the destination. The cyclic space of all
angles is denoted as A = (−π, π], with a wrap-around from π to −π.
• The current velocity v of the robot in m/s. The range of all possible velocities is
denoted as V = [0, 1.0]. The maximum velocity of 1 m/s is a physical constraint
of the robot.
• The uncertainty of the Kalman filter localization, computed as entropy over the
pose covariance Σ:

1
(5.3)
ẽ = ln (2πe)3 · |det (Σ)| .
2
This measures how well the robot is localized: A higher entropy corresponds to
a higher pose uncertainty. The range of all values used here for ẽ is E = [−8, 0].
• The landmark density of the map area in landmarks per square meter
l=

m
,
xmap · ymap

(5.4)

where m denotes the number of landmark in the map, xmap and ymap the dimension of the map area. This feature could help the learner to generalize the
behavior over environments of different landmark densities. The range of all
values for l is denoted as L = [0, 100].
The learner uses these features or a subset of them to characterize the current state of
robot and environment. The state is represented by a finite number of interpolation
points or discretization steps for each feature dimension. We will use |D| as notation
for the number of discretization steps of the feature dimension D, the distance to the
destination. The other feature discretizations are denoted accordingly. Furthermore,
we denote the complete state the agent uses as S. Because the agent might use only
a subset of all available state features, we indicate the used feature dimensions as
subscripts to the state. For example, SDE indicates that only the features distance and
entropy are used to characterize the state. We will come back to the state discretization
later in the experiments, to determine the best combination of features and their level
of discretization for the task.

5.4 Action Set
As mentioned earlier, a straightforward controller steers the robot to its destination. We
can influence the behavior of the robot by setting the the desired target velocity vtarget ,
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which the controller will try to adapt. This is the action the agent executes in the
MDP.
The set A of all available actions contains a finite number of maximum velocities the
agent can choose. Note that because of the physical inertia of the robot, radical changes
in vtarget can not be adopted by the controller immediately. Instead, the real velocity v
is adjusted to vtarget gradually within the acceleration constraints of the system.
Our decision for the set of actions is influenced by the effect of motion blur on the
landmark observation probability, which we observed in preliminary experiments. Velocities higher than 0.4 m/s blur the image almost beyond recognition. That is why
there is a finer discretization at the lower end of the velocity range:
A = {0.1, 0.2, 0.3, 0.4, 1.0}

(5.5)

We also found out that this discretization is not a real limitation. For example, if the
agent would really be in need of setting the velocity to some value 0.4 < v 0 < 1.0, it
could alternate between the actions vtarget = 0.4 and vtarget = 1.0. The inertia of the
system would then lead to an average velocity v 0 .

5.5 Reward
We define the immediate reward at time t as
(
100
if t = T
rt =
−1 · dt otherwise ,

(5.6)

where T is the final time step and dt is the time interval in between the update steps,
in our case 0.1 seconds. An equivalent formulation in the MDP terminology sets
a
0
a
Rss
0 = −0.1 for all state transitions to nonterminal states s , and Rss0 = 100 for all
transitions where s0 is the final state. Starting from the first state, the final return of an
episode resulting from Eq. (5.6) is
R=

T
X

ri = 100 − dt · (T − 1) .

(5.7)

i=1

The final state is reached when the robot’s true pose is sufficiently close to the destination. Thus, reaching the destination is rewarded with 100, while each elapsed second
is punished with −1. This has the effect that the agent is driven to reach the destination
as fast as possible.
Rewarding rT = 0 in the final state would have the effect of extensive exploration
through optimistic value initialization because all subsequent values of Q(st , at ) are
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lower than the initial values Q(s0 , a0 ) = 0. However, preliminary experiments showed
a worse convergence behavior of Q for optimistic value initialization.
It should be noted that we model no explicit punishment for delocalization or running
into a wall. Instead, this is modeled implicitly by an increased time to destination.
Delocalization results in a longer path because the final state is only reached when
the true pose of the robot reaches the destination. To punish collisions, we assume
that the robot has some short range sensors for obstacle avoidance on board. This
could be bumpers, infrared or sonar sensors. In our real-world experiments, we use
the laser range finder on-board the robot. When the robot is in danger of running into
an obstacle, it is immediately stopped by the obstacle avoidance. Subsequently, it has
a chance to relocalize itself because it is not moving and there is no motion blur. The
time it takes to stop, relocalize, and accelerate is the implicit punishment for getting
off the track, which is typically a few seconds.
This reward model has the advantage that there is only one metric on how well a
learned policy fares: the time to destination. A different kind of evaluation would be
to stop the robot when it estimates to have reached the destination and measure the
error of the localization. Because we require the task to be solved quickly, we would
also need to take the time to the estimated destination into account. It is unclear how
a good weighting would look like, combining the two metrics time and error in the
evaluation and reward function.

5.6 Implementation Details
We implemented our model in the Reinforcement Learning Toolbox [40]. At each
discrete timestep of the localization, the features of the state space are computed as
described above. A selection of these features is then used as state representation in
the learning algorithm. According to the action chosen by the learner, the maximum
velocity of the controller is set.
The state-action space is represented as a radial basis function (RBF) network. The
RBF network is a linear function approximator and was introduced in Section 3.4.3.
The continuous features of the state are approximated by a discrete, uniform grid. In
between the centroids of the grid, the state is linearly interpolated with a Gaussian
activation function. In contrast to a strictly discrete representation as feature table, the
RBF network suffers less from the effects of discretization.
As learning algorithm, we employ Sarsa(λ) with eligibility traces, as described in Section 3.4.1. Compared to dynamic programming and Monte Carlo methods, Sarsa(λ)
combines the advantages of both methods. While using an eligibility trace requires
more computational power, it speeds up convergence. Thus, less learning episodes are
required.
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Throughout the learning phase, we use an ε-greedy action selection with ε = 0.1. This
selection method chooses all non-greedy actions with equal probability, while a softmax action selection chooses actions based on their expected value. However, softmax
action selection requires the correct setting of additional parameters to guarantee the
right tradeoff between exploration and exploitation.
After learning converged, a learned policy is evaluated in the evaluation phase. Herein,
we use the learned policy with a greedy action selection in a number of evaluation
episodes, measuring the time from start to destination.
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6 Experiments
We will now describe the experiments we carried out in this work and report the results.
First, we will describe the experimental setup for simulations and real-world experiments. Then, we will demonstrate the localization performance of our vision-based
approach and determine the probability of observing a landmark at a given velocity.
This probability will be used to model the visual perception in simulations.
In simulations, we will learn a policy which minimizes the time the robot needs to
reach the destination, implicitly taking motion blur into account. We will determine a
minimal representation of the robot’s state for the learning task. Then, we will compare
the learned policy to the standard approach of moving at a constant velocity. The
simulated results will be verified in reality by evaluating the learned policy on a real
robot. Finally, we will find a compact representation of this policy by employing a
clustering approach.

6.1 Experimental Setup
6.1.1 Real-World Experiments
The practical experiments were conducted on a wheeled Pioneer 2-DX8 robot (see
Appendix A.1 for technical data). A camera was mounted on the platform to observe
the floor in front of the robot, as shown in Figure 6.1. Additionally, a SICK laser range
finder on-board the robot is used for obstacle avoidance and Monte Carlo localization,
providing a ground truth for comparison. The experimental environment is a hallway
with wood parquet floor. A map of this environment was built before, with the mapping
process described in Chapter 4. The final map is shown in Figure 4.10. To make
the experiments more interesting, we reduced the robot’s dead-reckoning ability by
degrading the odometry: One tire of the wheeled robot was slightly deflated.
Odometry information is read from the robot through the CARMEN toolkit [37]. From
that toolkit, we also use the Monte Carlo localization as ground truth and the basic
controller which orients the robot towards the destination and sets its velocity.
The odometry data and the extracted visual features are then integrated in an UKFbased localization approach, as described in Chapter 4.
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Figure 6.1: The experimental platform for the practical experiments, a Pioneer 2-DX8 robot, in
the hallway environment. The top-mounted camera observes the floor in front of the robot, while
the on-board laser range finder is used for obstacle avoidance and to obtain a ground truth.

6.1.2 Simulations
In simulations, the real robot and its environment is modeled as close to reality as possible. We use the same UKF implementation as on the real robot, integrating noisy
odometry and observations. However, SURF detection and extraction is not modeled
explicitly. Instead, we use a map of artificial landmarks with an assumed known correspondence in the simulations. The landmark positions are randomly distributed at
an average density of 40 landmarks per square meter, which approximately matches
the density of the real map. We want to learn a strategy for a wide range of different
environments and avoid an adaption of the robot’s behavior to one specific environment. Thus, landmark positions are randomized in each new learning and evaluation
episode.
In order to produce noisy observations in the simulations, we overlay Gaussian distributed noise to the perceived landmark positions with standard deviations σx = σy =
5 cm. Because this Gaussian distribution is not cut off, large deviations in 2D space
are possible at a small, but non-zero probability. This loosely simulates the occasional
mismatch of the real SURF features to map landmarks, although a more correct model
would simulate this with a uniform distribution.
Noise in the motion execution is also drawn from Gaussian distributions. An additional
bias of about 10 cm to one side per meter of translation is added in order to simulate
the degraded odometry. The direction of the bias is randomly selected to be left or
right, to avoid an adaption of the learned behavior to a one-side bias.
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Figure 6.2: Comparison of our vision-based localization to raw odometry and ground truth
obtained via MCL using laser range data in two online experiments.

In reality, the faster the robot drives, the less features it can observe in the camera
frame due to motion blur. We also model this dependency in the simulations, in order
to obtain a policy for velocities which takes motion blur into account. For simplicity,
a landmark available in the robot’s field of view is modeled to be observed with a
probability p(z|v), depending on the current velocity v. The distribution p(z|v) is
approximated by a sigmoid function, as we will explain soon.

6.2 Localization Performance
Before using our vision-based localization approach from Chapter 4 in the experiments to follow, we first evaluate its performance on the real robot and compare it to
a state-of-the-art laser-based Monte Carlo localization (MCL, [63]). The pose inferred
through MCL is subsequently regarded as ground truth, because the problem of localization in structured indoor environments using a SICK laser range finder can be
regarded as solved.
At the start of each experiment, the robot estimates its initial pose with our global localization approach. Then, it tracks its position integrating odometry and the observed
landmarks in the UKF. Throughout this experiment, the robot was steered by a human operator at a slow velocity to reduce the influence of motion blur. Note that the
odometry was slightly degraded as described above.
Two test runs are shown exemplarily in Figure 6.2. While our vision-based localization
differs only slightly from the ground truth and that only for short times, the systematic
error on the odometry quickly adds up leading to a wrong pose estimate. The vision
localization efficiently ran online on the laptop on-board the robot (1.6 GHz Core 2
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Duo processor, 2 GB RAM). Approximately seven frames were processed per second
by extracting SURF features, matching them to the map and integrating them into the
UKF together with odometry information.
The localization experiments were conducted several weeks after the initial construction of the landmark map. This demonstrates the robustness of the feature-based localization over time. Most landmarks in the map could be recognized despite small
changes in the appearance of the floor due to wear.

6.3 Landmark Observation Probability
As mentioned before, the probability of observing a landmark depends on the velocity of the robot because of motion blur. To model this dependency as accurately as
possible in the simulations, we measured the likelihood for various velocities.
The robot is configured to traverse a distance in between two waypoints, observing
the same part of the floor in all runs. Based on that, we compute the probability of
observing a landmark at a given velocity as
Pn
ki
,
(6.1)
Pv = i=1
n · kmax
where ki is the observed number of matches in frame i at velocity v, n the number of
frames observed in the experimental run and kmax a constant defining the maximum
number of matches we use per frame.
We measured the parameters for Eq. (6.1) by setting up a pre-defined, straight track
with a length of 5 meters in our experimental environment. The robot was then steered
from the start to the end of the track at fixed velocities v, varying v throughout the
runs. For each run, the number of features that could be matched to the map in each
frame – within the limit kmax = 15 – was stored as ki , and then used to compute Pv . At
the slowest velocity, it is possible to observe the maximum of kmax matches throughout
one run, which results in Pv ≈ 1. By averaging over the number of all frames n,
the different number of total observations in different runs is accounted. Naturally,
the robot observes different numbers of frames when traversing a fixed path length at
different velocities.
We then approximated the data by a least-squares-fit of a sigmoid function with four
degrees of freedom, given by the parameters s1 , . . . , s4 :


1
p(x|v) = s1 · 1 −
+ s4
(6.2)
(1 + e−s2 v+s3 )
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Figure 6.3: Experimentally determined landmark observation probability. The average probability measured per experimental run is shown, as well as the fitted sigmoid function. When
moving faster than 0.4 m/s, almost no landmarks can be observed.

The four parameters allow arbitrary displacement and scaling in two dimensions. By
using a sigmoid function, the probability distribution changes smoothly and is nearly
linear in between the lower and upper threshold.
Figure 6.3 displays the experimental results for each single run and the fitted sigmoid
function. The obtained parameter values are listed in Table 6.1. Note that this curve
is characteristic for a specific camera model because the amount of motion blur at a
fixed velocity depends on the camera quality and shutter speed. The camera we used
hardly allows any observations at velocities higher than 0.4 m/s. This threshold can be
different for other cameras. A postprocessing step can reduce the influence of motion
blur on captured images [48], but in general it is not possible to remove it completely .
Thus, the curve could be shifted and scaled towards higher velocities, while the general
shape remains.
It is necessary to determine this model for motion blur only when modeling the observations in simulation. When directly learning online on a real robot, the agent
implicitly experiences the observation probability.
α
1.0068

β
0.0001

γ
24.1437

δ
5.3990

Table 6.1: Parameters for s(x) obtained through a least squares fit of the experimental data
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6.4 Simulations
We now describe how to learn a navigation policy in simulations. By simulating the
robot, we can evaluate different parameter settings for the learning algorithms while
still being able to run a large number of learning and testing episodes. Additionally,
we have an accurate true pose available as reference.

6.4.1 Methodology
The real robot and its environment is simulated as close to reality as possible, details were described above in Section 6.1.2. In each of the simulated experiments, we
use a number of state features from Chapter 5 and apply the Sarsa(λ) reinforcement
learning algorithm for a number of training episodes (parameters λ = 0.85, α = 0.2,
γ = 0.95). Then, after the policy converged, we evaluate it in a number of evaluation
or test episodes. Throughout the evaluation episodes, the learned policy is no longer
improved but used greedily, i.e., always the action promising the highest reward is
chosen. For evaluation, we measure the time to destination as this is what we seek to
minimize. This time directly correlates with the reward the learning agent receives but
is better comprehensible.
We found 500 training episodes to be sufficient for convergence and 100 testing episodes
to be sufficient for evaluation. Figure 6.4 shows the time to destination of a sample
training run with 1000 learning episodes when using three state features with a comparably high discretization. The learning algorithm converges after about 250 learning
episodes.
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Figure 6.4: Time to destination for 1000 learning episodes when using 10 × 10 × 10 = 100 discretization steps for the features distance, entropy, and angle. Values are smoothed by averaging
over 50 episodes. The time to destination converges after about 250 episodes.

70

6.4 Simulations
Exploration in the learning algorithm is determined by a random distribution p(a|st )
for a given state st . Similarly, the simulated environment and the robot’s interaction
with it is affected by randomness, e.g., in the landmark positions, noise on motion
commands and observations, or the observation probability p(z|v). All this is handled
by a random number generator (RNG) in the implementation. However, in theory this
random number generator is not truly random, but pseudorandom. Its sequence of
numbers is determined by the seed with which it is initialized. We found the seed of
the RNG to have a small but non-negligible impact on the learned policy and its performance in the evaluation episodes. For consistent results, it seems to be a common
approach to set this seed to a fixed, but arbitrary number. However, we think that a
more thorough evaluation should use a number of various seeds and evaluate over the
average result and confidence interval instead. Thus, we evaluate on 50 independently
seeded learning runs, each consisting of 500 training and 100 evaluation episodes. As
seed for each learning run, we use the system time.
When comparing different settings for the learner, such as the used features of the
state space or the level of discretization, we will compare the accumulated results
from different evaluation runs. To do so, each learning run of the population of 50
independently seeded learning runs with the same setting is regarded as one sample.
We compare the different settings by comparing the sample mean of their measured
time to destination. Furthermore, the confidence interval at 95% is used to indicate the
confidence of the mean estimation.
We regard a parameter setting as more advantageous than another when its mean time
to destination is significantly smaller than the other one. This is calculated with an
independent two-sample t-test at significance 0.95. This t-test agrees with the socalled null hypothesis when the two sample populations share the same mean. Thus,
when the null hypothesis is rejected, we conclude that the sample population with the
smaller mean is better. For visualization, we plot the means as bar plots with the 95%
confidence interval.

6.4.2 Discretization of the State Space
In order to speed up convergence of the learning algorithm and to generalize as good as
possible, it is desirable to use a small state space. A higher dimension of the state space
and a higher number of discretization steps per dimension require a higher number of
learning episodes. The learning agent has to visit each single state for a sufficient
number of times in exploration for the learning algorithm to converge.
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Figure 6.5: Impact of the features included in the state (D: distance, V : velocity, E: entropy,
A: angle) on the learned policy. Each feature is discretized with 10 steps when used. The state
spaces SDE and SDEA yield the best results.

Feature Selection
We will first evaluate which features of the environment provide the best information
to the agent to reach the destination as fast and reliable as possible. To do so, the agent
learns a policy with various combinations of features. For now, we use a comparably
high level of discretization at 10 steps per feature. At first, we combine the features
distance to destination D, entropy of the robot pose E and the current velocity V .
Figure 6.5 shows the performance of using various state representations for learning.
Each value is shown as mean and 95% confidence interval of 50 separate learning
runs, whereas the performance of each learning run is averaged over 100 evaluation
episodes. The experimental results show that a single feature does not help much to
finish the task quickly. If only one feature were to be chosen for the state, it would be
the distance to destination, however. The learned policy would then provide an optimal
velocity setting based on the currently estimated distance to the destination d ∈ D.
When adding a second feature to the state, the entropy of the localization ẽ ∈ E
promises better results than the velocity v ∈ V .
In general, the current velocity of the robot seems to be a bad state feature, when
comparing SD to SDV and SDE to SDEV . Adding the velocity as additional feature to
a state space does not improve the result, it could even result in a worse overall policy.
This could be explained in part when V is regarded as irrelevant information for this
task. The learning agent does not recognize the information as misleading and learns
false dependencies in between this irrelevant feature and the return.
We now add another feature to the state space, the relative angle of the destination
α ∈ A. When comparing SDE to SDEA , this seems to improve the performance of
the learned policy slightly, though the difference is not significant. We will have a
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Figure 6.6: Evaluation of the degree of discretization for each used dimension of the state space

closer look at this below, when examining the discretization of each feature. Other
combinations of the currently evaluated state features D, V, E, and A yielded worse
results, and were not plotted for sake of the clarity of the plot.
To conclude this part, the currently best selection of features to learn a policy which
minimizes the time to destination is the distance to destination and entropy of localization. A small but not significant benefit can be gained when using the angle to the
destination in addition to that.

Feature Discretization
Now that the best combination of features for the state space is known, we will evaluate
how their level of discretization affects the quality of the learned policy. Again, we
aim at the lowest number possible which still yields the best payoff in terms of time to
destination. While some features might require a fine discretization, others might not.
Thus, we will look at the level of discretization for each feature separately.
We first use SDE as state space and evaluate various combinations of discretization.
Then, we fix the number of discretization steps for D and E to the optimal values and
evaluate the number of discretizations for A in the state space SDEA .
When using SDE as state space, Figure 6.6(a) shows that the distance to the destination
is best discretized at |D| = 10. Lower values lead to a longer time to destination, while
a higher discretization (|D| = 15) does not significantly reduce the time. When we
now fix the discretization for the distance at |D| = 10, the best discretization for the
entropy should be |E| = 4. A higher number of discretization steps for E does not
significantly reduce the time to destination.
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Figure 6.7: Discretization of the angular distance to the goal. |A| = 2 (left) gives the agent
only the information on which side the destination is. |A| = 3 (middle) leads to a better result,
because the agent knows when to slow down because the goal is no longer in the front area. A
higher discretization such as |A| = 4 (right) does not yield a higher payoff.

Similarly, the best setting for a discretization of the angle in combination with |D| = 10
and |E| = 4 is |A| = 3, according to Figure 6.6(b). This is now significantly better
than not using the angle at all (first bar) or using it with |A| = 2 (second bar). At the
same time, no higher discretization tested here is significantly better. Contrary to the
initial result from the previous section when the features were all discretized at a high
level of 10 steps, it is now beneficial to include the angle in the state.
Figure 6.7 explains this relationship for our discretization intervals. |A| = 3 gives the
agent the information whether the goal straight ahead, or to the sides or rear area of
the robot. Using this information, it can act accordingly and choose a high velocity
only when the goal is in the front area, in addition to the fixed behavior of the controller. A different discretization of the angle does not improve the result because this
information seems to be sufficient for the agent. In fact, |A| = 2 and |A| = 4 are even
worse because the agent gets little more input than just whether the goal is left or right.
Obviously, this helps only little on deciding which velocity to drive.
To conclude this section, the optimal choice for a discretization of the state space
seems to be |SDEA | = 10 × 4 × 3. While we use a radial basis function (RBF) network
with 120 interpolation centers for state representation, one can think of a discrete table
with 120 entries to be sufficient for state discretization. The RBF network simply
interpolates in between the discrete table entries. A discretization with more than 120
entries did not result in policies with a significantly lower time to destination in our
experiments.

6.4.3 Comparison to Standard Approach
We now compare our learned policy with a standard approach. A naive but very common approach of navigating to a destination is to set a constant velocity vtarget = v. The
corresponding policy would always select the same velocity v without regarding the
current state. With a perfect localization not affected by motion blur, the best choice
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Figure 6.8: Comparison of learned policies (blue) to following a constant velocity policy (red)
in simulation. The time to destination of the learned policies is depicted as average and 95%
confidence interval of 50 independently seeded learning runs. The constant velocity policies and
each single learned policy are evaluated over 100 test episodes.

would be the highest possible velocity to minimize the time to destination. In our scenario, however, there is not an immediate benefit of a high velocity. When v is too
large, the robot gets lost, with the effect of colliding with walls or missing the destination. This is penalized with a higher time to destination. On the other hand, when v is
too small, the robot stays localized but needs more time to reach the destination.
Figure 6.8 displays an extensive evaluation of following a constant velocity from
vtarget = 0.2 m/s to vtarget = 1 m/s, compared to our learned policy. Up to 0.4 m/s,
an increased velocity directly improves the time to destination. For higher velocities,
the robot is no longer able to make observations and regularly gets lost on its path.
Despite this, there is still a small improvement in the average time to destination. The
robot would then accept the risk of nearly colliding and getting lost, in favor of a faster
speed. Thus, when considering just the time and choosing a constant velocity, the
highest possible velocity of 1 m/s would be the best one.
But even when choosing this best policy of constant velocity, our learned approach is
significantly faster at 95% significance. While the average time to destination at 1 m/s
is 16.6 s, the robot is able to finish the task with our learned policies in 12.9 ± 0.2 s,
which is 28.7% faster. We will have a look at the detailed behavior of the learned
policy and the policy of constant velocity later.

6.4.4 Generalization over Landmark Density
So far, the simulated experiments were conducted with a constant average landmark
density of 40 landmarks/m2 . We will now examine how the density of landmarks
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Figure 6.9: Effect of the landmark density in the learning environment on the performance in
environments with different densities.

affects the learned policies, and how one can generalize over different environments.
To do so, we compare the policies from the following four methods:
• learning in the same environment as before, at 40 landmarks/m2 ,
• learning in an environment with a density matching the respective test environment,
• learning in environments with a random density in between 10 and 100 landmarks/m2
each episode, and
• learning in random density environments with an additional attribute l ∈ L in
the feature state, the landmark density of the map.
After 500 learning episodes, we evaluate each learned policy in three different environments with fixed landmark densities:
• A sparse environment with 10 landmarks/m2 on average,
• an average environment with 40 landmarks/m2 , and
• a dense environment with 70 landmarks/m2 .
As before, we evaluate the average time to destination over 100 testing runs for each
environment. Again, the whole learning run of 500 learning and 100 test episodes is
repeated 50 times and we compare the average time and a 95% confidence interval.
The second learning environment, where the density of the landmarks matches the
respective one of the test environment, should yield the best results because the agent
learns in exactly that kind of environment where it is evaluated later on.
The results are shown in Figure 6.9. Overall, the agent performs worse for each learning method when there are less landmarks in the environment. This is not a surprising
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result, as less landmarks mean less chances for observations, which results in a worse
localization.
When comparing our learning setup so far (blue, first bar) to the optimal setup (pink,
second bar), there is no significant difference. The same applies for the strategy of
randomizing the landmark density in the learning environment (green, third bar). This
shows that the agent can already generalize over the environment when using a constant average density in the learning environment.
Also, it does not pay off to explicitly represent the landmark density of the map in the
state of the learner. On the contrary, it even seems to have a negative impact on the time
to destination of the learned policies. One reason for this could be that this increases
the overall state dimensionality. More states require a higher number of episodes for
the policy to converge to an optimal one. If not all states are visited often enough,
the learned policy is sub-optimal. Another reason could be that the overall landmark
density does not directly influence the decision about the chosen velocity. Instead,
the agent already considers the entropy, which is implicitly affected by the landmark
density. In a dense environment, the entropy decreases faster and more often than in
a sparse environment, as there are more landmarks to observe. Thus, the landmark
density would only contribute additional, irrelevant information.
To sum up, we have shown that our learned policy generalizes over different environments, without the need of explicitly accounting for this in the learning scenario.

6.4.5 Learned Policies in Detail
After looking at the performance of the learned policies quantitatively, we now perform
a qualitative analysis of the behavior they induce. For comparison, we will have a look
at the naive policies of constant velocity first. We have already seen that there is no
large gain from driving fast, as the robot occasionally gets lost and risks collisions with
obstacles due to delocalization. On the contrary, when driving slowly, the robot stays
localized but loses time. This behavior can be observed in the exemplary trajectories
in Figure 6.10. At v = 0.2 m/s, the robot stays localized and on track, but it takes
nearly 40 seconds to reach the destination. At v = 1 m/s, the robot is faster but
has no opportunity to observe landmarks, with the result of getting lost. Only when
it is stopped by the obstacle avoidance to keep it from colliding, it has a chance to
re-localize.
The execution of a learned policy is displayed exemplarily in Figure 6.11. The robot
optimizes its time to destination by driving at maximum speed as long as it is confidently localized. When there is risk of getting lost, indicated by a high entropy, it
slows down to observe landmarks. Besides the lower time to destination, the trajectories are also better qualitatively, as they stay closer to the optimal path and risk fewer
collisions.

77

Chapter 6: Experiments

true pose
localization

1

true pose
localization

1

destination
0

0

destination

start

start

-1

-1
-4

-2

0

2

4

-4

true pose
localization

1

-2

0

2

4
true pose
localization

1

destination
0

0

destination

start

start

-1

-1
-4

-2

0

2

4

-4

-2

(a) v = 0.2 m/s

0

2

4

(b) v = 1.0 m/s

Figure 6.10: Examples for following a policy of constant velocity in simulations (robot drives
from right to left). (a) shows two trajectories at velocity 0.2 m/s. The robot is slow enough to
observe landmarks and stays localized at the true position. (b) shows two trajectories at velocity
1.0 m/s. The robot is too fast to make visual observations, quickly gets lost, and is stopped before
colliding. Only then it has a chance to re-localize to find the destination.
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Figure 6.11: Two examples of the state space over time (above) and their corresponding trajectories (below) of the simulated agent executing a learned policy. For clarity, the angle α is not
plotted in the state space though it is regarded by the policy. The robot drives from right (start)
to left (destination) at the full speed of 1 m/s until the entropy gets too high. To re-localize, it
slows down. As soon as the entropy decreases as an effect of localization, it accelerates again.
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Figure 6.12: Comparison of two learned policies (blue) to policies of constant velocity (red) on
a real robot. Time to destination is displayed with mean and 95% confidence interval over 10
runs. Each learned policy is significantly better than driving a constant velocity.

6.5 Verification on Real System
We now show that we can apply the policy that we learned in simulations on the real
robot, as described above in Section 6.1.1. Again, we compare the learned policy to
following a policy of constant velocity. To compare the effect of the addition of the
angle to the state under real conditions, we evaluate one random policy using the state
space SDE and one random policy using the state space SDEA .
We use the same methodology for evaluation as in the simulations, with the only difference that we do not learn live on the robot, but use the learned policies from simulation.
Also, we average only over 10 runs per policy and evaluate only one learned policy for
each of the two different state spaces.

6.5.1 Results
The resulting average times and a 95% confidence interval for the naive and learned
policies are shown in Figure 6.12. As in the simulations, a higher velocity pays off
only at the beginning up to about v = 0.4 m/s. Velocities higher than that are less
advantageous in the real results than in the ones from simulations. The average time
to destination does not improve and the single times vary more, indicated by the larger
confidence intervals.
Similar to the results from simulations, our learned approach outperforms any policy
of constant velocity by more than 35%. A t-test at 95% confidence reveals that both
learned policies are significantly better than any constant policy. Adding the angle
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Figure 6.13: Two examples for following a policy of constant velocity on the real robot. At
0.2 m/s in (a), the robot is slow enough to stay localized. At 0.8 m/s in (b), the robot quickly gets
lost and is stopped by the obstacle avoidance before colliding with the wall. Near the destination,
it stays lost and searches for some time until the destination is reached.

true pose
vision localization

3
2

destination

true pose
vision localization

3

start

1

2

destination

start

1
4

6

8

(a)

10

12

4

6

8

10

12

(b)

Figure 6.14: Examples for following a learned policy on the real robot. When the uncertainty
in localization gets too high, the robot slows down to re-localize. Near the destination, the robot
also slows down to find the right location.

as third feature of the state space yields a slightly better policy, as it was the case in
simulations. However, the state space with the added angle is not significantly better
than without it.

When looking at the trajectories generated by the policies qualitatively, the results are
similar to the simulated ones. Two constant velocities are displayed in Figure 6.13.
At v = 0.2 m/s, the robot almost follows the optimal path, the straight-line connection
between start and destination. When driving faster at 0.8 m/s however, it is not able
to observe landmarks and quickly gets lost with the result of a near-collision with the
wall.

Contrary to that, there are no near-collisions when following the learned policy (see
Figure 6.14). When the robot is in risk of getting lost, it immediately slows down to
re-localize. It reaches the goal reliably and fast.

To summarize this section, the policy learned in simulations could be successfully applied to a real robot. The learned policy is significantly better than the naive approach,
and the trajectories are better as there are no collisions.
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6.6 Policy Compression
The policy learned in the previous sections consists of a table with 120 entries. For
each given state tuple (d, ẽ, a) ∈ D × E × A of distance to destination, entropy, and
angle to destination, the optimal target velocity vtarget can be obtained from that table.
It is often desirable to find a compact representation of the learned policy, e.g., when
implementing it on systems with memory constraints such as embedded systems.
We have already kept the size of the table as small as possible, for reasons of convergence speed. But while the learned table of the policy contains entries for all values
of (d, ẽ, a) within the discretized ranges, not all of these values are relevant. Some
combinations of d, ẽ, and a were never experienced in the learning phase because they
never appear in the task. For example, the robot never starts looking away from its
destination, or with a high entropy resulting from a high pose uncertainty. Thus, we do
not use the actual learned table for policy compression, but the data of the state space
while the robot is following this policy.

6.6.1 Formulation as Classification Problem
The simulated robot follows the learned policy for 100 episodes in the learning environment. For each state (d, ẽ, a), the velocity vtarget according to the policy is stored
and regarded as classification of the state. Thus, we can treat the problem of finding
the best policy as a classification problem, where we have labeled samples available
from the executed episodes. This labeled data naturally contains only the entries of the
state that are relevant for the task, while more common states appear more frequently
in the data.
We now try to find a compact representation of the classifications from the labeled
state data. Preliminary experiments with decision tree learning (C4.5, see [49]) or
rule induction (RIPPER, see [12]) worked, but did not yield representations smaller
than the original Q-table. The learned trees or logical rules were in the same order of
magnitude as the table, with more than 100 nodes in the tree or more than 100 elements
in the learned rules, respectively.
When examining the labeled data, a clustering algorithm seems to be a promising
approach. Figure 6.15 displays a projection of the evaluation episode data into the
two dimensions of the state features D and E. The chosen velocity as classification is
depicted by color.
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Figure 6.15: Evaluation of the learned policy in 100 simulated test episodes. The threedimensional state space is projected to the dimensions D and E. The color denotes vtarget set
by the policy.

6.6.2 X-means Clustering
We use X-means clustering [47] to find a number of clusters which approximate this
data. X-means is an extention of K-means clustering, which finds the best number
of clusters according to the Bayesian Information Criterion (BIC). Like in K-means,
the data is clustered based on the Euclidean distance to the cluster mean. We use the
X-Means implementation of the machine learning suite Weka6 (minimum number of
clusters: 2, maximum number of clusters: 10).
When the number of cluster means and their location is found, each state (d, ẽ, a) is assigned to the cluster that is closest by means of the Euclidean distance. To account for
different scales, such as distance in meters and angle in radians, state vectors and cluster means are normalized within their discretization range. After all state entries are
assigned to the closest cluster, the velocity classification of that cluster is determined
to be the average velocity of the samples assigned to the cluster.
The resulting clustering from X-means is shown in Figure 6.16, with the detailed
positions of the cluster means in Table 6.2. In total, four clusters are found. Two
clusters classify the maximum velocity of 1 m/s. One cluster contains the samples of
velocity 0.2 m/s and 0.3 m/s, which leads to an averaged velocity of 0.26 m/s. The last
cluster contains mainly samples of velocity 0.4 m/s. These four cluster means are a
6

http://www.cs.waikato.ac.nz/~ml/weka/index.html
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v
1.0
1.0
0.26
0.39

d
6.45
2.08
2.70
0.29

ẽ
-1.69
-3.97
-1.81
-5.82

α
-0.07
0.03
-0.09
-0.14

Table 6.2: Cluster means found by X-means as approximation to the learned policy.

far more compact representation than the initial table. We will now replace the tablebased action selection of the robot with a nearest-neighbor classification based on the
cluster means and evaluate the performance in the navigation task.

6.6.3 Evaluation of the Compressed Policy
To decide on which velocity to set, the robot now uses the previously determined
cluster means. These are normalized in the distance, entropy, and angular space first.
In each time step, the robot now computes the state features d ∈ D, ẽ ∈ E, and
α ∈ A. But instead of looking up the velocity in the learned table, the state feature
is normalized within the discretization range and the closest cluster mean determined.
Finally, the velocity is set to the one assigned to that cluster mean.
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When using the original table we used to generate the cluster data, the robots needs
12.94 ± 0.51 s to finish the task. Using the approximated representation, it is able to
finish the task within 12.48±0.76 s (each averaged over 100 episodes with a 95% confidence interval). A t-test at 95% confidence does not reject the null hypothesis, meaning
that there is no significant difference between the two distributions. This suggests that
our compact approximation of the original table-based reinforcement learning policy
is just as good as the original policy.
To summarize this section, we were successfully able to compress the learned policy
to a significantly smaller representation. This can be done after learning the policy,
with no loss of performance in the task.
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7.1 Conclusion
In this thesis, we presented a new approach of learning a policy for mobile robot navigation using visual features under the influence of motion blur. By considering this as
a reinforcement learning problem, the robot learns a policy on how to reach its destination as fast as possible, avoiding delays caused by delocalization or collisions. The
learned actions consist of restricting the velocity to a maximum value. In simulated
and real-world experiments, our learned navigation strategy significantly outperforms
any strategy of using a constant velocity in terms of time to destination. The trajectories follow the optimal path more closely, thus risking less collisions. Furthermore, we
were able to show the general applicability of the learned policy to different environments in terms of landmark density, which simplifies learning.
Additionally, we demonstrated an approach of compressing the learned policy for
memory-constrained systems. By employing an X-means clustering on the observed
state space when following the learned policy, the problem can be regarded as a classification problem with the actions as classifications. The cluster means can then be
used for a nearest-neighbor classification on which action to take. In our experiments,
using the compressed policy yielded a similar performance as using the full one.
The best learning results were obtained with a state space consisting of the estimated
distance and angle to destination, as well as the entropy of the localization. Hereby,
the best trade-off between performance and size of the state space was achieved by
discretizing the distance to destination higher than the other two features.
For carrying out the real-world experiments, we implemented a method of building a
2D map with visual features as landmarks and a localization approach which makes
use of this map. The localization efficiently runs online, integrating observations and
odometry in an unscented Kalman filter. Global localization is accounted for by a
RANSAC approach.
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7.2 Future Work
In our experiments, we restricted the task to a two waypoint scenario with start and
destination. Further experiments could evaluate the performance of the learned navigation strategy on a longer path where a number of waypoints are obtained with a path
planning algorithm such as A∗ or similar [18]. This would express the experimental
results in more realistic problem settings. A different formulation would regard the
problem as a hierarchical reinforcement learning task [5].
Furthermore, we regarded the problem of robot localization in a known environment.
However, the effect of motion blur also affects the robot’s performance in an unknown
environment, during a task of visual simultaneous localization and mapping (SLAM) .
Here, the impact could be even larger because a correct visual perception is crucial for
loop-closing [41].
While our policy was learned in simulations and verified on a real robot, it might
be interesting to use this policy as starting point and continue learning it on the real
robot. We think that this would improve the performance on the real robot even more,
because it is hard to capture the real environment in simulations perfectly. However,
the task needs to be varied in a sufficiently large and diverse environment in order
to avoid an overfitting of the behavior to the specific part of the environment. This
poses a challenge for real-world experiments, as it is tedious to learn a sufficiently
high number of episodes.
Finally, a top-mounted, down-looking camera might not be practical for all tasks. Our
method of localization could be extended to an arbitrary camera viewing angle, extracting features in 3D space. This could be achieved with stereo or monocular vision. However, on unmanned aerial vehicles (UAVs) such as helicopters or blimps, a
down-looking camera is indeed beneficial [2, 51]. The ground under the UAV usually
provides a good mean of localization. In fact, these systems would benefit most from
using our learning approach, as they are often relying on camera images for observations because of weight constraints.
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A Appendix
A.1 Technical Data
A.1.1 Robot
Vendor
Model Name
Drive
Steering
Maximum translation speed
Length
Width
Height
Weight

ActivMedia Robotics
Pioneer 2-DX8
2-wheel drive, rear balancing caster
Differential drive
1.2 m/sec
44.5 cm
40.0 cm
24.5 cm
9 kg

Table A.1: Specifications of the robot, according to the vendor.

A.1.2 Camera

Figure A.1: The camera used for vision-based localization. Source: The Imaging Source
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Camera specifications
Vendor
The Imaging Source
Model Name
DFx 31AF03
Resolution
1024 px ×768 px
Frame rate
15 Hz
Connection
IEEE 1394 FireWire
Shutter speed
1/10000 to 30 s (auto and manual)
Lens
Pentax TV Lens 8.5mm, aperture 1:1.5
Calibration data
κ1 (radial distortion)
−0.2666
κ2 (radial distortion)
0.3222
ρ1 (tangential distortion) −1.69 · 10−4
ρ2 (tangential distortion) 47.63 · 10−4
fx
1902.15 px
fy
1908.94 px
cx
476.36 px
cy
338.06 px
Table A.2: Specifications of the camera according to the vendor. Calibration data obtained
through camera calibration.

A.2 Jacobian matrix
The Jacobian matrix captures all first-order partial derivatives of a function f : Rn → Rm .
For a given f = (f1 , . . . fm ) with respect to the variable x = (x1 , . . . , xn ), it is defined
as:
 ∂f1 ∂f1

∂f1
.
.
.
∂x1
∂x2
∂xn
∂f

..
..  .
..
=  ...
(A.1)
Jf =
.
.
. 
∂x
∂fm
∂fm
∂fm
. . . ∂xn
∂x1
∂x2

A.3 Homogeneous Coordinates
Homogeneuos coordinates in a space of dimension n consist of vectors of size n + 1.
For example, a 3D point x = (x, y, z)T is represented by four homogeneous coordinates x̃ = (x̃, ỹ, z̃, w̃)T . Any x̃ is a valid homogeneous coordinate of x, as long
as


x̃/w̃
x =  ỹ/w̃ 
(A.2)
z̃/w̃
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for a non-negative w̃. This fourth coordinate w̃ can be seen as a scaling factor.
The advantage of homogeneous coordinates is that all affine transformations – such as
rotation, scaling or shear – can be expressed as one matrix operation. As an example,
let us consider a rotation R ∈ R3×3 and translation t ∈ R3 on a point x:
x0 = Rx + t .

(A.3)

These are two separate operations, one matrix multiplication and one vector addition.
In homogeneous coordinates, this can be expressed as one operation
x̃0 = R̃x̃

(A.4)


t1
 R
t2 
 .
R̃ = 

t3 
0 0 0 1

(A.5)

with the homogeneous matrix


Multiple transformations can be combined into one homogeneous matrix utilizing the
associativity of matrix multiplications.
Cartesian coordinates can be recovered from homogeneous ones at any time using
Eq. (A.2).

A.4 Ellipse Representation of a 2D Covariance
Matrix
A 2D covariance matrix


Σ=

σ11 σ12
σ21 σ22


(A.6)

can be represented as an ellipse in 2D. The two half-axes of the ellipse a1 and a2 hereby
correspond to the eigenvalues of Σ.
An eigenvalue λ of Σ is defined as
(Σ − λI)x = 0 ,

(A.7)

where I is the 2D identity matrix, 0 = (0, 0)T and x is an arbitrary 2D vector.
A non-trivial solution to Eq. (A.7) exists when the determinant is zero:
2
det(Σ − λI) = λ2 − λ(σ11 + σ22 ) + (σ11 σ22 − σ12
)=0

(A.8)

89

Chapter A: Appendix
Note that σ12 = σ21 for a covariance matrix.
The solution to this characteristic polynomial are the two eigenvalues λ1 and λ2 of Σ:
p
2
(σ11 + σ22 )2 + 4σ12
σ11 + σ22
λ1,2 =
±
.
(A.9)
2
2
By scaling the eigenvalues with the Chi-square distribution χ2,0.99 , the half-axes of the
ellipse corresponding with the 99% confidence interval are obtained:
p
(A.10)
ai = χ2,0.99 · λi for i ∈ {1, 2}
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